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Summary

Stellar population models predict 107 stellar mass black holes (BHs) in the Milky Way, with
an unknown fraction in mostly dormant binary systems. To date, less than a handful of dor-
mant BH binaries have been identified, and post-interaction star-star systems masquerading
as BH systems — so-called impostors — have greatly complicated this identification.

In this thesis, we develop a set of tools to identify and characterise these impostors using
spectroscopy. We demonstrate the power of spectral disentangling using both simulated
and real data. Applying the tools to multi-epoch spectra of a sample of impostor systems,
we confirm their post-interaction nature and place constraints on their stellar parameters.
Critically, we now ascertain their rotation rates and can make improved inferences on their
mass transfer history.

We also develop single-epoch high-resolution spectra as a diagnostic tool for Galactic
binaries identified by Gaia , showing the capabilities of such data to determine fundamental
properties, in particular the flux ratio, of these systems. We have been able to add flux ratio
measurements or constraints to 80,000 spectra of Gaia binaries, which are crucial for the
interpretation of the Gaia data.

These toolsets will prove invaluable when analysing upcoming data releases, allowing
us to constrain important processes in (binary) stellar evolution and BH formation.

Zusammenfassung

Sternpopulations-Modelle sagen etwa 107 stellare Schwarze Locher (SL) in der MilchstraRe
vorher, wobei ein unbekannter Anteil in iiberwiegend ruhenden Doppelsternsystemen ex-
istiert. Bis heute wurde weniger als eine Handvoll solcher ruhenden SL-Doppelsterne iden-
tifiziert, und post-interaktive Stern-Stern-Systeme, die sich als SL-Systeme ausgeben — so-
genannte Imitatoren — erschweren diese Identifikation erheblich.

In dieser Arbeit entwickeln wir eine Reihe von Werkzeugen, um diese Imitatoren mit-
tels Spektroskopie zu identifizieren und zu charakterisieren. Wir demonstrieren die Leis-
tungsfihigkeit des “Spectral Disentangling” anhand sowohl simulierter als auch realer Daten.
Durch Anwendung dieser Werkzeuge auf Multi-Epochen-Spektren einer Stichprobe von
Imitator-Systemen bestétigen wir deren post-interaktiven Charakter und schrédnken ihre stel-
laren Parameter ein. Insbesondere konnen wir nun ihre Rotationsraten bestimmen und
verbesserte Riickschliisse auf ihre Massetransfer-Historie ziehen.

Dartiber hinaus entwickeln wir Einzel-Epochen-Hochauflosungsspektren als diagnostis-
ches Werkzeug fiir galaktische Doppelsterne, die von Gaia identifiziert wurden, und zeigen,
welche fundamentalen Eigenschaften — insbesondere das Flussverhiltnis — sich aus solchen
Daten ableiten lassen. Wir konnten Flussverhéltnisse oder entsprechende Einschrinkungen
fiir 80,000 Spektren von Gaia -Doppelsternen hinzufiigen, was fiir die Interpretation der
Gaia -Daten von zentraler Bedeutung ist.

Diese Methoden werden bei der Analyse bevorstehender Datenverd entlichungen von
unschidtzbarem Wert sein, da sie es ermdglichen, zentrale Prozesse der (bindren) Sternen-
twicklung und der Entstehung stellarmassiver SL besser einzugrenzen.
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List of abbreviations

BH Black hole

BLS  Blue lurker star

BSS  Blue straggler star

CCF  Cross-correlation function
CE Common envelope

CMD Colour-magnitude diagram
CO  Compact object

DR Data release

FOM Figure of merit

HRD Hertzsprung-Russell diagram
MS Main sequence

MT  Mass transfer

NS Neutron star

PISN Pair-instability supernova
PMa Proper motion anomaly

RL Roche lobe

RUWE Renormalised unit weight error
RV Radial velocity

RVS Radial velocity spectrometer
S/IN  Signal-to-noise ratio

SB1  Single-lined spectroscopic binary

SB2  Double-lined spectroscopic binary
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List of physical constants

symbol name value in Sl units
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L Solar luminosity 3B28 10°°W
R Solar radius @57 1CPm
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“For that one fraction of a second, you were open to options you had never considered.
That is the exploration that awaits you. Not mapping stars and studying nebulae, but charting
the unknown possibilities of existence. Al Good Things, Star Trek: The Next Generation






Context and theoretical background

As early as the 17th century, astronomers have been recording observations of “double
stars”, two stars close to each other on the night sky (Riccioli, 1651). Herschel (1803)
discovered that the parallaxes of many of these objects do not imply a chance alignment, but
rather two stars physically close and orbiting each other. He writes in Herschel (1802):

If, on the contrary, two stars should really be situated very near each other,
and at the same time so far insulated as not to be materialgcted by the
attractions of neighbouring stars, they will then compose a separate system,
and remain united by the bond of their own mutual gravitation towards each
other. This should be called a real double star; and any two stars that are
thus mutually connected, form the binary sidereal system which we are now to
consider.

1.1. Binaries and their Role in Astrophysics

Much has happened in the las00 years in the eld of binary astrophysics.

Perhaps most centrally, we are now aware that binary (and higher order) systems are in
fact very common (e.g. Sana et al., 2012; Moe and Di Stefano, 2017giCet al., 2023) .
In Figure 1.1 we see the multiplicity fraction (left panel, separated into general multiplicity
and triple- or higher order systems) and companion frequency (right panel) as a function of
primary mass. Generally, the primary is the more massive star of the binary and the sec-
ondary or companion the less massive component. We immediately notice a strong trend
with primary mass; higher mass primaries are extremely likely to occur in binary, triple, or
higher order systems, with almost all of them having at least one companion, while stars
like our sun have a companion about 50% of the time. One reason for this is that massive
stars require massive gas clouds to form. These massive clouds form large discs, where frag-
mentation occurs at larger separations compared to less massive discs. Surviving fragments
migrate inwards by accreting from the disc, forming stars that are close enough to remain
gravitationally bound in multiple systems (Tokovinin and Moe, 2020).

These systems &ct multiple areas of astrophysics. Binary interactionsch the evolu-
tion of many stars (Oner et al., 2023); stellar nucleosynthesis; supernova (SN) progenitors
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1 Context and theoretical background

Figure 1.1: Left: Multiplicity (bold) and TriplgHigher order fraction as a function of primary mass.
Among the most massive stars (O- & B-type), the multiplicity fractio& 80%, while for solar-like

stars, it is closer to 50%. Right: Companion frequency as a function of primary mass. Figure from
O neretal. (2023)

and thus the explosions themselves (Metzger, 2022); compact object (CO) formation, and
hence gravitational wave sources (Tauris et al., 2017). It is clear that binaries form an im-
portant chapter of stellar physics, and a better understanding of these is crucial to many
processes.

1.1.1. Binary Classi cation

Before diving into how binaries interact, it is useful to clarify some language commonly
used when discussing these systems. Very importanthyRtohe Lobe(RL) is the region
around a star in a binary system where material is bound to the star, bounded by the two
stars' gravitational equipotential. This is illustrated in Figure 1.2. The RLs of two stars in a
binary touch at the Lagrange point L1. We consider the RL lling factor to be the fraction of
the star's radius over the radius of a sphere approximating the RL. Then, with illustrations
found in Figure 1.3:

" In adetachedbinary, neither star llIs its RL (panel a).

" A semidetachedbinary consists of one star lling its RL (generally due to its evolu-
tion), and one star which does not (panel b).

N

In acontactbinary, both stars have a RL lling factor of 1 (panel c).

2



1.1 Binaries and their Role in Astrophysics

Figure 1.2: Cross section of the equipotential surfaces for two stars with mass ratio 0.4. The 5
Lagrange points are also clearly marked. Figure from Benacquista and Downing (2013)

" Finally, for overcontactbinaries, both stargver Il their RLs, leading to a character-
istic peanut shape (panel c).

In detached systems, the stars generally do not interact with each other, but an amount
of mass transfer (MT) due to stellar wind may still occur (Shakura et al., 2015). In semide-
tached systems, mass is transferred from the RL Iling star to its companion, while in contact
systems, it can ow both ways. Overcontact binaries share the same outer layer of hot gas,
which rotates with the system, unlikeeammon envelopgCE), where the two cores rotate
within the envelope. Both overcontact and CE phases can be short-lived, but due to a higher
degree of instability, CE is usually shorter. Whether a star lls its RL can be determined
approximately by using Eggleton (1983)'s formulae for the size of a sphere with a volume
approximating that of the RL as a function of the mass rqtio Mg=M, and orbital sepa-
rationa. For Ry < Rgi, the binary is detached; Ry = R for one star, semi-detached,
and for both stars, the system is a contact binarRif, > Rr. for both stars, the system is
an overcontact binary.

1.1.2. Importance of Binary Interactions in Stellar Evolution

For massive stars, life is rarely a peaceful coexistence within a small family. Instead, the
vast majority interact with a companion throughout their relatively short lifetimes, impacting
their evolution (Sana et al., 2012). Figure 1.4 shows the ways and frequencies in which O
stars (the most massive stars) interact with their companion(s). For the shortest initial period
systems, a stellar merger is the most likely outcome. At longer periods, other interactions
become more and more relevant. These include stripping, where a star loses its envelope,
accretion of that envelope material by the other star, which subsequently rotates faster, and
CE evolution, where both stellar cores enter a shared envelope. Only the longest periods
lead to e ectively single evolution with no stellar interaction (Sana et al., 2012; Henneco
et al., 2024).



1 Context and theoretical background

Figure 1.3: lllustrations of the dierent types of binaries. Figure from Freedman et al. (2014)

1.1.2.1 Stellar mergers

Stellar mergers are likely one of the phenomena giving riselue straggler§BSS) and

blue lurkers(BLS). BSS are stars that do not fall neatly on the main sequence (MS) of their
population, but lie beyond the blue end of the MS turn-@hey thus look “too young” for

the rest of the population, but in reality are potentially the product of two lower-mass stars
(which have longer expected lifetimes) merging to form a higher mass, “younger-looking”
BSS (Schneider et al., 2015). BLS are similar in that they may be merger products, but are
of low enough mass that they do not “fall bthe MS, but instead “lurk” amongst other
intermediate mass star below the MS turn{&ubramaniam et al., 2020). As the population
continues to evolve, with single-born intermediate mass stars leaving the MS, BLS will
become BSS.

1.1.2.2 Mass transfer

MT is, generally speaking, mass moving from one star (donor) onto the other (accretor). If
neither star llIs its RL, this can happen via stellar wind from the donor being accreted by
the accretor (Bondi and Hoyle, 1944). If the donor lls its RL, then mass can over ow via
L1 (and in extreme cases L2) onto the accretor (Kippenhahn and Weigert, 1967).

This has a multitude of eects on both stars. As the donor loses (part of) its envelope, it
becomes a (partially) stripped star, generally rich in heliumt{(@rg et al., 2017), though it
may retain or re-accrete a signi cant amount of hydrogen (Bodensteiner et al., 2020). The
process can also expose the stellar core of the donor. If the core is very compact, hot and
underluminous compared to an MS star, it may be called a hot subdwarf (Heber, 2009). As
the core is of high temperature and low mass, hydrostatic equilibrium may not be main-
tained; radiation pressure can cause the core to expand and cool. The result is commonly
referred to as a bloated or ped-up stripped star, which is overluminous considering its low
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1.1 Binaries and their Role in Astrophysics

mass. However, this phase is only short-lived, and eventually the donor shrinks and heats
again (El-Badry and Quataert, 2021).

The accretor is also a&cted. Accretion of the donor's envelope increases its total mass
and can deliver additional hydrogen, rejuvenating the star (Schneider et al., 2015). Further,
the increase in mass leads to a higher temperature. As angular momentum of the system
has to be conserved, mass moving from the donor onto the accretor causes the latter to spin
up (de Mink et al., 2013), potentially to critical rotation, with only about 5.0% of the
mass of the accretor necessary to reagh (Packet, 1981). Observationally, however, we
frequently nd stars where more than enough mass has been transferred but the accretor is
not rotating at critical. A sample of such objects is discussed in chapter 3.

MT is commonly categorised into Case A, B or C (Kippenhahn and Weigert, 1967).
Case A describes MT due to RL over ow from a MS donor, Case B from an evolved star
during hydrogen shell burning, and Case C during core helium burning and after core helium
depletion. If multiple episodes of MT occur, combination names may be used (e.g. Case
AB to describe a system with both MS and evolved donor MT).

There are many uncertainties in much of the physics underlying stellar interactions. Ob-
serving binaries at various stages of interaction (before, during, and after MT) can help
constrain these processes.

An important parameter is M@onservativenesst describes how much of the mass lost
by the donor is retained by the accretor, or alternatively lost from the system. There are
three main channels through which mass can be lost: from the donor via stellar wind, from
the accretor via isotropic re-emission, or by forming a circumbinary ring. The fraction of
mass lost via each of these channels can be parameterise(stetlar wind), (isotropic
re-emission) and (circumbinary ring) - then, equations from Soberman et al. (1997) relate
the evolution of the orbital period to these parameters and the initial period. MT conserva-
tiveness is poorly constrained, but has profoundas on the evolution of both stars and the
orbital parameters of the system. Very non-conservative MT can lead to orbital widening
if the mass is lost from near the donor star (for example via stellar wind, ttigannel),
and shrinking if mass is lost from near the accretor or a circumbinary rirapd chan-
nels) (Sepinsky et al., 2009). The geometry of the orbit can also be altered with eccentricity
pumping mechanisms due to e.g. the presence of a circumbinary ring (Krynski et al., 2025).
This has an eect on the predictions of phenomena critically dependent on orbital separa-
tion, such as merger and CE rates (Willcox et al., 2023). Mass ratio reversal is also less likely
with strongly non-conservative MT (Pols, 2007), suppressing the formation of Algol-type
systems where the more massive star appears less evolved due to MT. MT conservativeness
can be constrained observationally if a reasonable guess at the initial period of a post MT
system can be made (e.g. from stellar evolution models). Certain scenarios can be ruled out
if they would cause the orbit to become unphysical, e.g. by shrinking too much.

As has been discussed, MT and the associated transfer of angular momentum in bina-
ries is also a root cause of stellar spin-up in the accretor. The exact extent and mecha-
nisms behind this are still debated, with simple models predicting spin-up to critical rotation
with comparatively little MT (Packet, 1981), while alternative models of angular momen-
tum transport paint a derent picture. Popham and Narayan (1991) and Paczynski (1991)
describe interactions between the accretor and its acccretion disc that may slow down the ro-
tation or prevent the star from spinning up to critical. In their models, mass may ow inward
onto the star as angular momentum is transported outwards. Generally, stellar spin-down,

5



1 Context and theoretical background

a decrease in the star's rotational velocity, plays a vital role in binary and stellar evolution.
This spin-down may occur due to a number of possible mechanisms. In cool stars, magnetic
braking may play a major role (Kraft, 1967), while in binaries tidal forces can come into
action (Zahn, 2008). Numerous erts have been made over the years to analyse and con-
strain these mechanisms acrossadtent mass regimes (e.g. Leiner et al., 2018; Vanbeveren
etal., 2018; Dervisglu et al., 2010). Frequently, however, these processes are notesu

to explain observed rotational velocities (see e.g. Section 3.4), and extensions to simple
physical models must be considered.

1.1.2.3 Common envelope evolution

CE evolution is among the most poorly understood binary stellar interactions, partially due
to simulations being very expensive{pke and De Marco, 2023). It occurs when the donor
begins over owing its RL. This can cause a redistribution of the mass and an increase of
the mass rati@, andor may transfer angular momentum from the orbit to the envelope.
Consequently, the orbit and thus the donor RL shrink, increasing the MT rate and leading
to runaway MT and a CE event. Here, both stars (or rather, the primary's core and the sec-
ondary) share a CE. Drag forces inside the CE cause the orbit of the binary to shrink and
circularise. This can lead to a merger inside the CE (in-spiral, thought to be an important for-
mation channel for merging COs (Tauris et al., 2017)), or&ent heating and subsequent
ejection of the envelope.

There are also eorts to model these processes using 3D simulations (exgkérand
De Marco, 2023). The outputs of these can be compared to observations, providing insight
into likely, unlikely and even unphysical scenarios.

1.1.3. Binary systems as laboratories for compact object studies

Most stars are projected to end their lives as a CO, its type determined mostly be the star's
mass prior to its demise. Stars up to around 10&4ve behind a white dwarf, stars between

10 and 25 M a neutron star (NS) and more massive stars a black hole (BH) (for more details,
see section 1.3.1 and references therein). These stellar remnants have the potential to provide
answers to many of the questions raised in this chapter. Especially our understanding of
massive stellar evolution has many gaps that massive COs may help to Il. However, BHs
are famously dark and do not radiate any light of their own, making their detection quite
literally the search for a needle in a haystack (except the haystack is in a completely dark
room and the needle is black). Binary systems can help remedy this problem somewhat. A
BH and star in a bound system will result in orbital motion of the objects around their shared
centre of mass. This movement of the star can be detected in a variety of ways, depending
principally on the orbital con guration and masses of both objects. Thus, binaries present a
unique opportunity to nd COs and, at the same time, obtain information on how the system
evolved up to this point.

1.2. Diagnostic tools for Binaries
Binary systems can be identi ed as such and further studied using a variety of observational

techniques. The possible mode of observation is dictated by the properties of the observed
system, most importantly, the distance from the observer and the orbital period of the system.

6



1.2 Diagnostic tools for Binaries

Figure 1.4: Probability of di erent stellar interactions in O stars as a function of initial orbital period.
Figure from Sana et al. (2012)



1 Context and theoretical background

Figure 1.5: Summary of the binary parameter space as probdsldig Figure from El-Badry (2024)

Further, the inclination of the orbital plane, the relative brightness of the two components and
the mass ratio, among others, play an important role in the observability of the binary with a
given technique. Figure 1.5 shows a schematic of observational techniques for binaries with
the Gaia satellite and the regimes they are mosgetively applied in.

Additionally, di erent observational techniques yield eient kinds of information about
the parameters of the system &rdhe two components. As such, it can often be advanta-
geous to combine multiple types of observations for a well-characterised system.

Most trivially, if the binary is close enoudis orbit large enough, the two components, if
bright, can be spatially resolved. This then allows individual targeting of each component in
turn, e ectively treating them as single stars, which massively simpli es the analysis. How-
ever, in the vast majority of cases the observed system is too far away to use this technique
on anything but wide binaries, which are generally not expected to interact and essentially
evolve as single stars (El-Badry, 2024). While interesting, this lack of interaction makes
wide binaries less crucial for understanding speci cally binarg@s on stellar evolution
and CO formation; close, potentially interacting (or post-interaction) binaries provide more
insight into these processes. For close systems, more involved techniques are necessary to
gain insight into the physical properties, as they generally cannot be spatially resolved.

In the following, the di erent techniques and the stellar and orbital parameters obtainable
with each method will be discussed. Furthermore, we point out how these techniques can
be applied speci cally in the context of looking for a binary containing a massive, unseen
companion. This work primarily uses spectroscopic data to infer information about the
systems studied, but occasionally employs other tools.

1.2.1. Spectroscopy

Spectroscopy is the technique of analysing spectra, i.e. the ux from an object oezedt
wavelengths. The smaller the smallest resolvable wavelengththe higher a spectrum's
resolution R = —, where is the wavelength) allowing for detailed study of emission
and absorption features. In this work, we commonly refdéRto 2; 000 as low-resolution,

R & 10; 000 as high-resolution, and everything in between as moderate resolution. We point

8



1.2 Diagnostic tools for Binaries

out that there is, however, no agreed-upon standard.

1.2.1.1 Radial Velocity Monitoring

The Technique Radial velocity (RV) monitoring exploits the fact that the components of a
binary move around each other in a predictable fashion, orbiting their shared centre of mass.
For any non-face-on orbit, this means that the components will have some time-varying
velocity along the observers line of sight. By observing the system at various orbital phases,
these RVs can be determined as a function of time (or phase, if the period is known) and
used to construct a spectroscopic orbit.

The RV for a component from a spectrum can be determined in a number of ways; most
commonly, template cross-correlation is used. Here, a synthetic spectrum which approxi-
mates the real, rest-frame spectrum of the star in question is cross-correlated with the ob-
served spectrum. The peak of the cross-correlation function (CCF) will betdrom zero
by the shift of the spectrum, which directly translates to its RV via the Doppler formula. In
the log-wavelength regime, the shift is linear with the RV, making calculations simple:

log =log 1+\E/ : (1.2)

Here, log is the shift of the spectrum from its rest-frame in the logarithm of the
wavelengthy the component's RV, andthe speed of light.

In the case of an SB1 (single-lined binary), where only one component shows up in
the spectrum, single-template cross-correlation can be used to constrain the orbit. For a
double-lined (SB2) system, the single-template CCF is likely to have a (potentially blended)
double peak (as similar spectral lines can show up across a range of temperatures), indicating
the velocities of both components. Here, a two-dimensional algorithm such as TODCOR
(Zucker and Mazeh, 1994) is preferred as it allows for the use arént templates for the
two components. An illustration of the shifting spectral lines in SB1 and SB2 systems can
be seenin gure 1.6

Finding Compact Objects The search for COs using RV monitoring is a search for sig-
natures implying the existence of a compact companion, rather than a direct detection.

Most simply, a clear detection of two sets of RVs evolving in a fashion predicted by a
simple binary orbit rules out a dark secondary, since we would expect such a companion
to show no lines. However, nding only one set of RVs does not necessarily imply a CO
companion; the secondary may simply be too dim, or its spectral lines too broad to create
a clear signal in the CCF. An incorrect choice of template spectra can also lead to a null
detection when there actually is a luminous (enough) secondary present. Thus, caution is
important.

However, candidates can still be identi ed by looking for signatures strongly indicative
of a massive, dark companion. Concretely, this means looking for SB1s with large binary
mass functions. The binary mass function is:

O MEsiti | PuK3
" (Mat+ Mg 2G°

Here,Ma andMg are the masses of the primary and secondary respeciivelihe or-
bital inclination of the systen®,, the orbital periodK the semi-amplitude of the primary's

(1.2)
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1 Context and theoretical background

Figure 1.6: lllustration of the shifting of spectral lines for SB2 and SB1 systems. Figure from Walker
(2017)

RVs, andG Newton's constant. We see that we can determine the valdesofely from
observablesK,, andK), which, in turn, allows us to constrain the unseen companion mass
Mg, subject to the inclination and an estimate kdx. Without information on the inclina-
tion, we can only place a lower limit ollg. For an edge-on orbit € 90°), this lower limit

is the mass of the secondary, while for other con gurations, it must be larger.

To surmise, systems containing a luminous primary and a dark, compact secondary are
likely to exhibit large mass functions (fast primary RVs), especially if the luminous star is
not massive, implying high secondary masses.

Information about the system As detailed above, in the case of an SB1, the technique can

be used to constrain the secondary mass. Further, the template used to obtain the primary
RVs provides information (most centralll, ,logg andvsini) about the star in question. In

the case of an SB2, the same information can also be inferred for the secondary via template
cross-correlation.

For both SB1s and SB2s, provided enough observations, the orbit of the system can also
be constrained. The velocity of an object in a binary orbit is given by:

RV(t) = Vcom + K[cos( (t) +! )+ ecos! ]; (1.3)

wherevcowm IS the centre-of-mass velocity, K the semi-amplitutethe longitude of
periastrong the eccentricity, and the true anomaly as a function of time, given by:

(1.4)

with Ep, the eccentric anomaly, related to the mean anorvilgas:
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1.2 Diagnostic tools for Binaries

Mg = Eg eSin(Eo) = %(t To): (15)

Here, T is the time of passage at periastron and P the period. Thus, solving for the
orbit provides the period, centre-of-mass velocity, semi-amplitude (of the primargrand
secondary), eccentricity, longitude of periastron and time of passage at periastron. Figure
1.7 shows the result of such an orbital tting procedure. Importantly, it is not possible to
constrain the system's inclination with spectroscopic data alone, hence why the companion
mass can only be inferred down to a minimum mass. If this degeneracy can be broken (i.e.
by using astrometry, or photometry, given favourable inclination for eclipses to occur), the
secondary mass can be determined. In an SB2, minimum masses for both components and
the mass ratio of the system can be found (or mass estimates if astrometry is available).

Even with only a few observations (minimally two), some orbital parameters can be
found, as the RVs of the primary and secondary are related:

Vcom  Va
_A 1.6
q (1.6)

Here,va andvg are the velocities of the primary and secondary respectigehe mass
ratio andvcom the centre-of-mass or systemic velocity. This technique can also be used to
constrain the latter two parameters of the system.

Vg = Vcom +

Regime & Limitations This technique works best when RV variations are large. In prac-
tise, this means that extremely long orbital periods are unsuitable, as the component RVs
would be too small. For very small orbits, the rapid rotation of the component stars arising
from tidal synchronisation would drastically smear out any spectral lines, making RV de-
termination di cult. Further, spectroscopy in general requires high ux compared to e.g.
photometric studies, as the light is split up into the various wavelength bins. Thus, distance
limits on spectroscopic observations are generally more stringent.

While RV monitoring of a binary's orbit provides a wealth of information, it is also ex-
pensive in terms of observation time, necessitating multiple observations to constrain the
orbit, with generally lengthy integration times compared to photometry. The technique also
has a tendency to produce spurious results when one (or both) of the components show “ex-
otic” spectra, e.g. containing emission lines, rapid rotation, or strong deplatizeincement
in various elements. This can lead to erroneous RVs being determined as incorrect lines are
matched with each other. Further, incorrect stellar parameters may be found, e.g. cool stars
with signi cant rotation may be matched with a hotter, non-rotating template if rotation is
absent in the templates, as both can cause line-broadening. If the set of templates used to
determine the RV for each component does not contain a close enough analogue to the actual
star, success is thus unlikely. Further, the CCF is sensitive to cosmic rays, telluric or inter-
stellar lines, saturated pixels, and other data issues, so great care has to be taken to remove
these.

1.2.1.2 Spectral disentangling

The Technique As this technique is described in great detail in section 2.2, only a brief
summary will be given here.
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1 Context and theoretical background

Figure 1.7: The results of orbital tting performed following the procedure described inll&f-

Horn et al. (2024). Top panel shows the evolution of the RV of one component as a function of time.
Middle-left shows the same but phase-folded over the period (here, the observations are all within
one period, so it looks the same as the top panel). Middle-right shows the samples of the optimiser
in the eccentricity-period plane. Bottom-right shows the marginalised distributions over period and
eccentricity. Bottom-left displays the residuals for the t velocities - a strong trend away from O or
large residuals relative to the errors would indicate a bad t. Figure by JohafiarMiorn.
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1.2 Diagnostic tools for Binaries

Spectral disentangling exploits the fact that an observed spectrum of multiple compo-
nents is simply a linear addition of each components. Then, we assume that the individual
spectra are time-independent in their shape and only change by being red- or blue-shifted
at each epoch. Presupposing this, one can ask the question “What two vectors do we have
to use to shift and co-add at each epoch to recover the observations?”. With multi-epoch
data, this is a purely mathematical problem, returning both the two best- t spectra, as well
as their velocities at each epoch.

Finding Compact Objects Spectral disentangling is particularly powerful at detecting
“exotic” secondary spectra in the data, where traditional template-based method might miss
these. If there is a second component that is moving in a manner predicted by the mass
ratio, given su cient signal-to-noise, spectral disentangling will uncover it. If no such com-
ponent is found, strict upper limits can be placed on the possible brightness of the unseen
component. From the analysis of the primary spectrum and using the binary mass function,
a lower limit on the secondary mass can be placed. If this brightness and mass limit are
incompatible with a stellar companion, a CO is required to explain the observations.

Information about the system As spectral disentangling uncovers the mathematical best-

t spectrum for each bright component, it presents a data-driven approach to determining its
nature. Once disentangled, each spectrum can be analysed as a single star, opening up pos-
sibilities to determining stellar parametefs (, logg, vsini). Additionally, for an SB2 the

mass ratio, centre-of-mass velocity and (primary) epoch-RVs are also recovered. By split-
ting the disentangled spectra into chunks and comparing each to templates, an approximate
wavelength-dependent light ratio of the two components can also be determined, placing
further constraints on the natures of the two stars.

Regime & Limitations Disentangling works best with large RV shifts (compared to the
spectral resolution), as lines that are (almost) stationary provide no new information for
the algorithm. Thus, systems that have a large signal-to-noise rah, (8ith high RVs

and small periods are most suitable. We have found thaRfor2000 andS=N 30, 6

epochs can be swcient to achieve satisfactory disentangling, but high& &dor more

epochs are generally desirable. Compared to RV monitoring, rapid stellar rotation is less
of an issue, as no templates are necessary to determine the two component spectra; it does,
however, broaden the lines, leading to a less accurate RV determination.

Similarly to RV monitoring, spectral disentangling requires multiple (mathematically
at least 3) high-quality observations of the composite spectrum, making it comparatively
expensive. Additionally, a suciently high resolution relative to the velocity separation of
the two components and goofN\sare necessary to enable disentangling. We desire the RVs
to be signi cantly larger than the minimum RV precision. In cross-correlation studies, the
achievable RV precision is generally:

FWHM
RV S=N ’
Where FWHM is the full-width half maximum of the line being studied, ar &
the per-bin signal to noise ratio. If the FWHM is dominated by the spectral resolution,
then FWHM  FWHMgpee =R, with ¢ the speed of light an® the resolution. This
generally holds for stars with sharp, narrow lines; cool stars without signi cant rotation.

(1.7)
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1 Context and theoretical background

Figure 1.8: Left: The observed position of the bright componentGaia BH3 (black dots) on the

sky, as well as single (red) and binary (blue) model ts to the motion. We see that a single star model
cannot adequately explain the observed positions of the target, while a binary model can. Right:
Astrometric orbit from the observations, i.e. the remaining motion of the target after parallax and
proper motion have been removed. Figure from Gaia Collaboration et al. (2024)

q
If the star's lines are broad, then FWHM ~ FWHMZ,, + FWHMZ2,.. FWHMg is the

intrinsic full-width half maximum of the spectral lines. If their width is rotation dominated,
then FWHM,,, Vvsini=c, with vsini the projected rotational velocity. We see that it is not
straight-forward to place a de nitive limit on the required resolution afd,&s they are
strongly dependent on the stars' rotation, RVs, and spectral types.

1.2.2. Astrometry

Astrometry is the study of the locations and movements of astronomical objects on the
night sky. It is one of the oldest observational techniques, and has evolved tremendously
throughout human history. Today, missions l&aia provide astrometric data for billions

of objects.

1.2.2.1 Astrometric Orbits

The Technique By observing a target's precise position on the sky over a period of time,
its motion can be reconstructed. For single stars, this motion is made up of a proper motion
component (due to the targets motion in the galaxy) and a parallax component (due to the
earth's motion around the sun). In the case of a binary, the orbital motion of the components
around each other also ects the observed motion of the photocentre (the unresolved light
source from the binary) across the sky. An example of this can be seen in the left panel of
Figure 1.8. Here, a model for single star motion is shown in red, and a binary model in blue.
The observed positions on the sky of the target are plotted in black, and align much better
with the binary than the single star model.

With su cient coverage, the orbit can be reconstructed from a series of astrometric
positional observations (Figure 1.8, right panel). This orbit follows the motion of the photo-
centre, which is not necessarily aligned with the motion of either of the components of the
binary.
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1.2 Diagnostic tools for Binaries

This isillustrated further in the cartoon in Figure 1.9. In the top panel, we see a schematic
of a binary with a lower mass (magenta) and higher mass (cyan) star, in orbit around their
shared centre of mass. Orbits are plotted in ellipses, with colours corresponding to their
respective star. However, as most objects are too far/gneagrbits are too small to resolve
individual components, we usually only observe the photocentre motion, shown here in the
middle panel as a yellow star. For two bright components, the motion of this photcentre is
generally small compared to the orbital motion of the lighter component.

Finding Compact Objects This method can also be employed to look for binaries with
only one bright component, and a dark, massive secondary. In this case, the photocentre is
not a ected by the light of the dark component (since there is none), and essentially traces
the motion of the sole bright component, leading to unusually large photocentre motion (see
Figure 1.9, bottom panel).

Let us consider Kepler's third law,

2,3
P? = _ 4% ; (1.8)
G(Ma + Mg)
whereP is the orbital perioda, is the semi-major axisz is Newton's gravitational
constant, and/l, andMg are the masses of the primary and secondary, respectively. We see
that for xed component masses, we expect the period to increase as the semi-major axis
increases. Thus, if we observe large photocentre motion (implying a large semi-major axis
andor a binary containing only one bright component) and an unexpectedly short period
(implying large masses), we have encountered a potential CO candidate.

Information about the system By solving for the full astrometric orbit, we constrain the
six Keplerian orbital parameters, which fully de ne the orbital geomeBwgia astrometric
orbital solutions are parameterised by the peRo@ccentricitye, epoch of periastron pas-
sageT,, the semi-major axis (in this case, of the photocerdgedhe inclination of the orbit

i, the position angle of the ascending nodeand the periastron longitude Unconstrained
by astrometry is the ux ratio of the components (and their respective semi-major axes).

In the context of binary evolution, the orbital period, eccentricity and semi-major axis
are of particular interest. The period and semi-major axis are related via Kepler's third
law (Equation 1.8), and together provide information about the total mass of the system.
By making assumptions about the components of the binary (e.g. their relative brightness
or evolutionary stage), further conclusions about the nature of the two components can be
drawn. Especially in the context of close binary systems, the eccentricity is an important
parameter, as interactions in close systems are predicted to circularise orbits. The dominant
mechanisms for this are tidal interactions (Zahn, 1975, 1977; Burkart et al., 2014). Thus,
high eccentricities in close orbits suggest a pre-interaction stage.

Regime & Limitations We frequently parameterise the observational space of binaries in
terms of period and distance from the observer (see Figure 1.5). When considering astro-
metric orbital solutions, the lower limit in terms of the period at a given distance is set by
the minimum resolvable motion of the photocentre. Generally, the shorter the period, the
smaller the orbit, and below a certain threshold this motion cannot be resolved, thus the orbit
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1 Context and theoretical background

not calculated. With increasing distance, this lower limit increases, as the same angular size
on the sky corresponds to a larger orbital size when viewing systems which are further away.

The upper period limit for astrometric
orbits depends on the observational base-
line. The observations have to cover a sig-
ni cant fraction of the orbit (preferably also
with favourable sampling), to be able to
constrain the orbital parameters. In practise,
this means that e.dsaia DR3 is most sen-
sitive to astrometric orbits with periods be-
tween 100 and 1000 days. Orbits much
longer than this are simply not sampled well
enough to constrain their elements, leading
to a distance-independent upper limit on the
period.

1.2.2.2 Other astrometric Techniques

While determination of astrometric orbits

provides a plethora of valuable information

about the system at hand, there are other

methods for determining whether a system

is likely a binary. Within theGaia dataset,

the renormalized unit weight error (RUWE)

provides a metric of the goodness-of- t of

the single-star astrometric solution. While

only a comparatively small number of full

astrometric binary orbits were published in

Gaia DR3, the RUWE metric is available

for many more sources, and can provide

a robust measure of “normal, single star-

ness”. High RUWE values suggest a refigure _1.9: C_artoon_illustratir_\g the observed as-
atively large disagreement between the pikometric orbit for di erent binaries. Top: In a

sic single star astrometric solution and tr?@atlally resolved star-star binary, the orbit of each

actual observed positions of the target gmponent (magenta and cyan) can be determined

: . .| noeparately. Middle: Most binaries cannot be spa-
the sky. This points towards a potential bl[ially resolved, and thus we generally observe the

nary ?yStem' However, caution has to tb%otocentre motion (yellow). Bottom: in a star-
taken; alow RUWE value does not automagsyy pinary (BH in black), the photocentre traces

ically rule out a system as a binary - rathefe motion of the luminous component, drawing
RUWE is mostly sensitive to binaries witharge orbits compared to star-star binaries

large photocentre motion (i.e. large orbits)

but periods within thé&aia observing base-

line. Very tight binaries or those with very

long periods, as well as systems that are too faint or too far away, will likely present with a
low, “inconspicuous” RUWE value, while still not being a single system.

Finally, the proper motion anomaly (PMa) is another potential metric for identifying bi-
naries using astrometric data. PMa measures changes in the proper motion due to orbital
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1.2 Diagnostic tools for Binaries

acceleration. Thus, a long baseline between proper motion computations is useful for de-
tecting long-term changes, for example by compatiigparcosdata with proper motions
from GaiaDR2 and DR3 (El-Badry, 2024).

1.2.3. Photometry

Photometry describes the measurement of the intensity of light from an object. In astronomy,
this often includes the evolution of light over time, or the relative brightness iardnt
bandpass lters.

1.2.3.1 Lightcurves

The Technique When observing certain binaries' brightness over time, one might dis-
cover that the system appears to brighten and dim in a periodic fashion. By plotting the
evolution of the magnitude against the phase of the systentigtiteurvecan be analysed,
providing unique insight into the binary.

The variations in the brightness stem from a number of possible sources:

" Ellipsoidal variation When two bodies are close enough to each other, their gravi-
tational attraction not only binds them into an orbit, but can also distort their shape.
In very close binaries, rather than spherical, the stars are deformed into a more ellip-
soidal shape, with the long axis pointing towards the other object in the binary. Then,
as the two bodies orbit around each other (assuming edge-on orbit), we alternatingly
see the “short side” and the “long side” of each star. When the long side is facing
the observer, the star and thus the system appear brighter. This causes variations with
a periodicity of half an orbital period: twice per orbit there is a peak in brightness
due to the long side of each star facing towards the observer, with brightness maxima
occurring at phases of 2 and 3=2.

Doppler BeamingAs the two bodies in the system orbit around each other, they are
alternatingly approaching and receding from the observer. While approaching, the
observed brightness of an object increases due to relativistic Doppler beaming. In the
case of stars, this ect is generally small but can be observable if orbital velocities
are high enough; it is much more pronounced in e.g. the relativistic jets of Quasars.
Beaming is most pronounced in a binary with a large light ratio, as the receding body
will appear dimmer as the approaching body appears brighter - larggetices in
relative ux contribution between the two leads to a strongeza.

Re ection The two bodies may partially re ect each other's light (as the moon re ects
light from the sun and is thus visible). This causes variations in the observed system
brightness, with maxima occurring at phase 0 andssuming the orbit is fairly but

not entirely edge-on, or that the objects are ofaent angular size.

Eclipseslf a star passes between its companion and the observer, an eclipse occurs.
This causes a sharp decrease in brightness and thus a dip in the lightcurve. These
systems are referred to as Eclipsing Binaries (EB), but are comparatively rare objects.
There are stringent requirements for an eclipse to be observable. The two bodies must
be close enough, and the inclination near enough edge-on to enable one star to obscure
the other when viewed by an observer. Due to sizedinces, only one eclipse may
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1 Context and theoretical background

occur; if each star can eclipse the other, the lightcurve shows two dips. If the stars
are also of dierent sizes, one dip is larger than the other, referred to as primary and
secondary eclipse, respectively.

These eects add together in varying strengths depending on the nature of the two bodies
(e.g. aless gravitationally bound star such as a giant is more prone to deformation than an
MS star), the shape, size and inclination of the orbit (face-on orbits do not show strong
lightcurve variations due to binary ects) and the relative mass, angular size and brightness
of the two components.

Finding Compact Objects In a binary containing one luminous and one compact, dark
component, ellipsoidal variations and Doppler beaming as described are present, while re-
ection does not play a role. Due to the comparatively high mass of a CO, the distor-
tion of the stellar component is often very pronounced, leading to large variations in the
lightcurve. As all the light of the system now comes from one component, Doppler beam-
ing becomes more simple to model, as no second bright component needs to be taken into
account. Doppler beaming depends on the RV of the bright component, which, in turn,
depends on the orbital con guration.

A schematic of this can be seenin gure 1.10. The top part shows a simple cartoon of a
binary containing a star and BH on a near edge-on obit areént phases. The bottom plot
displays a (not to scale) example lightcurve the system above may exhibit. We clearly see the
two maxima from ellipsoidal variations of the stellar component, as well as the contribution
of Doppler beaming of the same component, leading to two maxima efeint brightness
per orbit. The smaller maximum occurs when we see the “long side” of the star but it is
receding, while the larger maximum occurs half an orbit later, again with the “long side” of
the star facing the observer, but this time while it is approaching.

Information about the system Analysis of the lightcurve of a binary yields a plethora of
information. Most straightforward, the best- t period can be determined, e.g. by creating a
periodogram. The orbit's eccentricity and inclination can also be constrained. Further, the
relative radii of the bodies can be determined from ellipsoidal variations or the duration of
the eclipse compared to the orbital period. If re ection is present, potential relative stellar
temperatures can be found.

For eclipsing binaries, the shape and depth of the primary and secondary eclipses provide
insight into the relative radii and temperatures of the stars, as well as suggesting a nearly
edge-on orbit.

Long-term variations in the light curve can also hint at other ongoing processes, such
as MT (causing a change in relative temperatures, radijoamdasses), or a hierachical
triple the binary is part of. Short-term, irregular variations can also hint at ongoing MT
or the presence of an accretion disc. Periodic signals not on an orbital timescale might be
indicative of stellar pulsations or sunspots.

Regime & Limitations While astrometric orbit tting is best suited to binaries with com-
paratively long periods, the analysis of light curves lends itself to the other end of the spec-
trum; binaries with periods on the order of hours or days. If the orbit is too large, the tidal
e ects from the components are simply not strong enough to cause signi cant distortion,

18
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Figure 1.10: Top: A cartoon illustrating the variations in brightness of a close binary containing a
BH and a tidally distorted star. At phase 0, the star shows its “short side” and has no velocity along
the line of sight - the ellipsoidal variations are at a minimum, while Doppler beaming is at 0. The
same is true for phase For phases=2 and 3=2, the “long side” of the star is visible, and thus

the system appears brighter. However, at phagehe star is receding from the observer, while it is
approaching at phase=2, leading to an overall brighter appearing system at phas2. Bottom:
Qualitative summary of the ellipsoidal (dashed) and beaming (dottestie on the overall perceived

ux of the star (solid line). Ellipsoidal variations occur with a period of half the orbital period, while
Doppler beaming eects have a period the same as the orbital period. This leads to a distinct shape
of the overall ux changes, which can be used to constrain orbital and stellar parameters.
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eliminating ellipsiodal eects. Similarly, as binaries with large orbital periods tend to orbit
more slowly, radial velocities are unlikely to be large enough to cause signi cant Doppler
beaming. Further, re ection depends on the irradiation of one body by the other, which
requires them to be close to each other to contribute meaningfully to the lightcurve.

For eclipsing binaries in particular, a too-large separation of the components makes an
already fairly unlikely alignment of the orbital plane with the observer's line of sight even
less likely, as well as leading to smaller dips in the lightcurve due to the eclipses.

1.2.3.2 Spectral Energy Distribution

The Technique While lightcurve analysis requires multiple observations of the target over
time to chart the evolution of its brightness, analysis of the spectral energy distribution
(SED) of a system can be done with much less time-intensive observations. By observing
the same target in a number of photometric Iters and comparing to models, the constituents
of the SED can be determined (see e.g. El-Badry and Rix (2022)). The shape of a star's
SED is mostly determined by its radius andeetive temperature, and then modulated by
the extinction and distance from the observer. Using a distance prior (e.g. Geoa)

along with an extinction map (such as e.g. Edenhofer et al. (2024), contaidedtmaps
(Green, 2018)), the stellar radius and temperature can be t for each component, along with
the distance to the system.

Finding Compact Objects This technique is mostly useful as a potential means of de-
termining false positive SB1s. Photometric observations are readily available for a large
volume of objects, owing to their cost €iency compared to e.g. multi-epoch spectro-
scopic observations. If a potential candidate SB1 system with a high mass function has
been identi ed, this technique can be used to test if the observed photometry can indeed
be t by a single stellar SED, or if two or more components are necessary to explain the
observations. This is particularly useful in post MT systems. These often contain an overlu-
minougundermassive bloated, cooler donor star and a rapidly rotating hotter accretor. Due
to their di erent temperatures and radii, their SEDs are very distinct from each other, and
neither single-temperature SED can usually approximate the observations consistently. An
example of this can be seen in Figure 1.11. We see that the observations (limegreen dots)
cannot be fully explained by a cool star (magenta line), as there is too much ux in the
blueUV, nor a hot one (cyan line), as this does not match the observations in #he.red
Only a composite model (black line) consisting of a cooler and a hotter component aligns
with the observed photometry, revealing this system to indeed consist of two bright compo-
nents.

Information about the system While this technique reveals little about the dynamics and
orbit of the system, it can provide useful insight into the nature of the components. The SED
tting process seeks to determine the radii an@etive temperatures of each component, as
well as the distance to the system (though, due to degeneracies of the radii with the distance,
a prior has to be placed on this). Using the temperature and radius, the bolometric luminosity
of each star can be estimated, allowing placement on a Hertzsprung-Russel Diagram (HRD).
Unusual pairings of stars can also hint at potential system histories, such as in the case of
post MT systems.
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Figure 1.11: Photometry foiGaiaDR3 5536105058044762240 (limegreen dots), as well as a best- t
two-component model to the data. The system consists of a coagaup donor star (magenta line),

and a hotter accretor (cyan line), which, taken together (black line), can explain the observations,
while neither individual component can do so.

Regime & Limitations While analysing the SED can be a powerful tool to determine
the nature of the constituents of an SB2, it does have its shortcomings. Systems with very
similar components in terms of temperature and radius are hard ¢éoedfitiate from single-
component or single-lined systems. As the composite SED is simply the sum of the com-
ponent SEDs, suciently di erent individual SEDs are a prerequesite for this method. This
method is thus not well suited to determining the individual SEDs of twjirr(1) sys-

tems. However, extreme mass ratiqsk 1) are also unfavourable, as the composite SED

is likely to be dominated by the bright component, which vastly outshines the secondary
across wavelengths.

Further, due to the aformentioned degeneracy of the stellar radius with the distance from
the observer, a prior on the distance is required if one wishes to meaningfully constrain the
radius.

1.3. Stellar-Mass Black Holes in Binaries & their Impostors

When particularly massive stars reach the end of their life, they explode in a spectacular
SN, leaving behind an extremely compact, dark remnant: a BH. These stars were generally
& 25M before the SN (Heger et al., 2023), though lower mass stars may also form BHs
(Laplace et al., 2025). According to population models, we expect arounsuit@ objects

in the Milky Way (Breivik et al., 2017). Since massive stars are frequently born in multiple
systems (Sana et al., 2012), and BHs require high mass progenitors, many BHs are likely
formed in multiple systems (but may not necessarily remain bound, for example due to SN
kicks). Systems consisting of a BH with a luminous companion are of great astrophysical
interest, as they are progenitors to binary BH mergers, common sources of gravitational
waves (Abbott et al., 2016). Population models (such as those employed by Breivik et al.
(2017); Yamaguchi et al. (2018); Janssens et al. (2023)) make many assumptions about the
underlying physics of SN kicks, CE evolution, stellar winds and other important mecha-
nisms. Thus, understanding the true underlying population of Btdibinaries, their orbits

21



1 Context and theoretical background

and parameters, can help constrain fundamental physical processes that underpin much of
binary and single stellar evolution.

X-ray binaries were rst discovered in the 1960s (Giacconi et al., 1962). These are
systems where the star and CO are close enough for mass from the star to be accreted
by the companion, in the process forming a hot accretion disc which radiates in the X-
ray. However, we expect only a small fraction of all star-CO binaries to be in this phase,
as it requires the system to be in a comparatively short-lived evolutionary stage (with one
star having already become a remnant while the other is still luminous) and precise orbital
con guration (close enough for accretion, not so close as to merge). A much larger fraction
of star-BH systems are expected to be idaamantphase, where no or only very little
accretion onto the remnant occurs (Langer et al., 2020). These dormant BHs arétdi
to identify compared to their X-ray loud accreting cousins, as they can only be detected via
their gravitational eect on their luminous companion, as described in Section 1.2. BHs that
have become unbound from their companion or underwent single stellar evolution are even
harder to nd, as they can only be detected via microlensing (Lam et al., 2022).

1.3.1. Formation of Stellar-Mass Black Holes

The canonical path for stellar mass BH formation is from a core collapse event involving a
very massive star. To quickly recap massive stellar evolution, a massive star forms from the
collapse of a massive molecular gas cloud, burning hydrogen via the CNO cycle on the MS
for a short time compared to lower mass stars, while losing a substantial amount of mass
due to strong stellar winds. Once hydrogen in its core is depleted, it starts to expand and
become a red, yellow, blue supergiant, classi ed according to temperature (red supergiant
Te . 4800 K, yellow supergiant 4800 KT, . 7500 K and blue supergiaiit & 7500 K

(Drout et al., 2012)). The supergiant successively burns helium and then heavier elements
(C, Ne, Si, O, ...) until eventually the core begins to contract and heat up, allowing for
heavy-element fusion up to Fe. This leads to a shell-like structure of the star, with an iron
core and successive shells burningeatient elements, as illustrated in gure 1.12. As the
stellar core can generate no more energy from fusing elements heavier than iron, once it
reaches the Chandrasekhar limitLl(4 M ), it collapses as electron degeneracy pressure is
no longer su cient to support the core (Lieb and Yau, 1987).

For massive stars between around 8 and 130 tkis core collapse generally leads to
the formation of a CO, with the type of object and SN process dependent on the mass and
chemical makeup of the star and particularly its core (Sukhbold et al., 2016, 2018; Laplace
et al., 2021)

For the lower-mass end (8 - 30 ) neutron degeneracy pressure may abruptly halt
the collapse of the core, leading to a shock. If the shock is strong enough (generally for
progenitor masses below 25 ) this leads to a SN, with the shockwave driving out the
stellar material and leaving behind a NS. If the shock is too weak, it will stall, and material
will fall back onto the core, increasing the mass past the Tolman-Oppenheimer-\fotkb
(201 Mov=M . 2:16), after which neutron degeneracy pressure can no longer support
the core and it collapses into a BH (Rezzolla et al., 2018). Observationally, no BHs in the
2-5M mass range have been found; this is commonly called the lower BH masSgalp (
et al., 2010).
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For more massive progenitors (30 - 130
M ), the infall rate is generally very high,
and the shock from the core reaching nu-
clear densities is insucient to halt the col-
lapse. There may still be a weak SN, with
some of the outer layers of the star being
ejected, or, as in the case of NGC 6946-
BH1, the SN fails and the star appears
to “vanish”, collapsing directly into a BH
(Murphy et al., 2018). Direct collapse is
further favoured by stars at low metallicity
because they lose less mass to wind during
their lifetime.

For extremely massive progenitors! (
between 130 and 250 N, theories pre-
dict a pair-instability SN (PISN). Here,
the extremely energetic photons in the
core can spontaneously produce electron-
positron pairs, which lowers the radiation
pressure in the core, causing it to contract.

Figure 1.12: Cartoon of the structure of a masThe contracting core heats up, leading to
sive star shortly before core collapse. Successivore pair formation. This causes a runaway
burning of di erent elements has created a shethermonuclear explosion with such energy
like structure in the star. Credit: anisotropelaa that the star is completely blown apart,
from Stan Woosley. and no remnant survives (Fraley, 1968).
Between the Tolman-Oppenheimer-Volko
limit at the lower end, and the occurrence of
PISN at the higher end, there is a range of masses at which BHs can theoretically form from
stars.

Alternatively to this, very massive gas clouds may also directly collapse into COs with-
out forming a star (Loeb and Rasio, 1994); however, these BHs are expected to be of much
higher masses than stellar remnant BHs, and thus not the focus of this thesis.

1.3.2. Dormant Stellar-Mass Black Holes in Binaries

As stellar BH form from massive stellar evolution, and the vast majority of massive stars is
born in binaries, the assumption that most stellar BH are found in binaries seems an obvious
one. However, there are many mechanisms that can lead to a binary becoming unbound or
otherwise destroyed, before, during, or after BH formation. Conversely, BHs may also enter
bound systems that they were not originally born in.

One mechanism that may result in a massive star not even turning into a BH at the end of
its life in the rst place is mass loss due to stellar winds. These winds are particularly strong
in massive stars, famously instrumental in the formation of Wolf-Rayet stars, where the
star's own winds have stripped away most of its envelope, exposing the hot core rich in non-
hydrogen elements (Conti, 1975). If the star loses too much mass throughout its evolution,
the mass of the core prior to SN may not be enough to collapse into a BH, and may instead
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form, for example, a NS (Heger et al., 2003, 2023). Additionally, high metallicities can also

drive stronger stellar winds, due to the higher cross-section stemming from larger opacities
of metals compared to hydrogen and helium (Vink et al., 2001). Stronger winds lead to more
mass loss and thus a lower progenitor mass more likely to result in a NS remnant over a BH.

Some stars may retain enough mass, but the binary con guration is destroyed during the
stellar evolution process. There are many possible pathways for a massive binary, depending
on the initial con guration (masses of the components, orbital parameters, metallicities of
the components). The formation of a CE as the BH progenitor evolves may lead to disruption
of the secondary or a stellar merger, especially if the secondary cannot eject the CE due to
being too low mass. Depending on how long the secondary survives inside the CE, strong
drag forces will likely cause it to spiral in towards the more massive BH progenitor and
merge with the core. Further, mass loss from the progenitor, even if moderate enough to
retain su cient mass for BH formation, may drive the companion further awag (€€, +
Mg) is conserved) and even disrupt the orbit.

Another possible cause of the destruction of the binary is the SN “birth-kick” the system
may receive upon the BH progenitor's explosion. This kick may arise from recoil due to
the sudden change of the centre-of-mass of the system as mass is rapidly ejected (Blaauw,
1961); it may also be due to anisotropy in the energy carried away by neutrinos due to
magnetic elds (Chugai, 1984); and, as the stellar envelope prior to SN may not be uniform,
neither is the resulting explosion, meaning energy is released in an asymmetric fashion,
imparting a “kick” on the system (Janka, 2017). Depending on the strength and direction
of this kick, it may shrink, widen, or even break the orbit. Generally, the kick is likely to
impart eccentricity; if this exceeds 1, the orbit is broken.

Even if the star-BH system survives the formation of the BH, as the companion evolves, a
second CE phase may occur. If the envelope cannot be ejected, again, the companion's core
may inspiral towards the BH, leading to a single surviving BH without a companion (see
left panel of Figure 1.13). These are, of course, not the only formation pathways towards
starrBH and BH+BH binaries. Other possible channels include stable MT (Picco et al.,
2024), chemically homogenous evolution (Mandel and de Mink, 2016), overcontact binaries
(Marchant et al., 2016); for a review see Mapelli (2021).

Dynamical Formation of Black Hole Binaries

Beyond formation in “isolated binary” systems, there is another formation channel for dor-
mant BHs in binaries: dynamical formation. This channel produces BH binaries through
gravitational interactions in dense stellar environments such as globular clusters and nu-
clear star clusters (Sigurdsson and Phinney, 1993; Portegies Zwart, 2000). An illustration is
shown in the right panel of Figure 1.13. The process involves three-body encounters where
energy exchange allows formation of bound systems (Heggie, 1975):

dEyin , G'mumpmy
dt v 2
where is the stellar number density ands the velocity dispersion. This is particularly im-
portant in the dense environment of stellar clusters wheésdarge and interactions between
systems are frequent compared to e.g. the Milky Way eld (wheigsmall). Especially
massive objects are more likely to be able to acquire a companion via this process (Hills and
Fullerton, 1980) - and as BHs tend to be massive compared to most stars, they are likely

; (1.9)
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Figure 1.13: lllustration for two possible pathways towards a binary BH merger from a star-star
binary. Left: Evolution through CE scenario. Right: Dynamical formation in stellar clusters. Figure
from Mapelli (2020)
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e cient at picking up companions in the dense cluster environment (Ziosi et al., 2014),
naturally forming BH-BH binaries (Rodriguez et al., 2016).

Recent LIGQVirgo detections hint at evidence for the eacy of dynamical assembly,
particularly systems with high masses, signi cant eccentricities, or misaligned spins (An-
tonini and Rasio, 2016; Rodriguez and Loeb, 2018). Di Carlo et al. (2020) argued that up
to 70% of LIGO sources may originate through this channel. Also, the three recently dis-
covered dormant BH binaries from tiBaia mission lie in a period range where dynamical
formation is most plausible (Nagarajan et al., 2025).

Compared to isolated binary evolution, the dynamical channel produces distinct mass
distributions and spin alignments (Abbott et al., 2021), enabling observational discrimina-
tion between formation pathways for gravitational wave sources. For dormant BHs the
period distribution, along with a well-understood selection function, may tell us eventually
about the relative importance of these two mechanisms.

1.3.3. Observational Evidence for Dormant Black Holes in Binaries

The discovery of dormant stellar-mass BHs in binaries has been a challenging endeavor,
primarily because these objects do not exhibit the characteristic X-ray emission associated
with accretion. Instead, their presence must be inferred dynamically through their gravita-

tional in uence on a luminous companion (see section 1.2 for a summary). In recent years,

several such systems have been identi ed, signi cantly advancing our understanding of non-

interacting BH binaries. Con rmed targets and strong potential candidates are summarised
in table 1.1.

1.3.3.1 Astrometrically discovered BHs

Recent advancements in astrometric surveys, particularly witikctha mission, have led

to the discovery of several dormant BHs through their in uence on companion stars. These
discoveries provide crucial insights into the population and distribution of non-interacting
BHs in the Milky Way.

" GaiaBH1 (El-Badry et al., 2023b): Located in the Milky Way's thin disk at a distance
of 1,560 light-years from Eartl;aiaBH1 is the closest known dormant BH. It has
a mass of approximately 10 solar masses and is orbited by a Sun-like G-type MS star.

" Gaia BH2 (El-Badry et al., 2023a): Found in the Milky Way's thin disk at a dis-
tance of 3,800 light-years, this system hosts a BH with an estimated masSof
solar masses. Its companion is a red giant, indicating that the system has undergone
signi cant stellar evolution.

GaiaBH3 (Gaia Collaboration et al., 2024): The most recently identi ed astrometric
BH, Gaia BH3, is located at a distance of2,000 light-years. Its companion star is

a metal-poor giant of spectral type G whose orbital motion reveals the presence of a
CO with a mass of about 33 solar masses, the heaviest known stellar BH in the Milky
Way.

For all of these systems, astrometric orbits were constructed Gargdata (DR3 for
BH1 and BH2, pre-release DR4 for BH3), revealing a large binary mass function and thus
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implying a massive secondary. Spectroscopic follow-up was conducted for all targets (BH1:
GMOS (Hook et al., 2004), HIRES (Vogt et al., 1994), FEROS (Kaufer et al., 1999), MagE
(Marshall et al., 2008) and ESI (Sheinis et al., 2002), as well as using archival data from
LAMOST (Cui et al., 2012); BH2: FEROS and UVES (Dekker et al., 2000); BBaia

RVS (Cropper et al., 2018). Spectroscopic RV data can be used in conjunction with astro-
metric data to create a joint t, generally increasing the precision of the constraints.

1.3.3.2 Spectroscopically discovered BHs

" VFTS 243(Shenar et al., 2022a): This system resides in the Large Magellanic Cloud
and consists of an O-type MS star orbiting 40 solar mass BH. The lack of X-ray
emission suggests the BH is truly dormant, making it one of the best dynamically
con rmed BHSs.

" NGC 3201 1256(QGiesers et al., 2018): A dormant BH in the globular cluster NGC
3201, this system features a low-mass)(8 M ) MS star near the turn-oorbiting
an unseen companion with a minimum mass dfsolar masses. Given its location in
a dense stellar environment, this system provides valuable insights into BH formation
in clusters.

" HD 130298(Mahy et al., 2022): A highly eccentric SB1 system in the Milky Way. It
features a nitrogen-rich O-type companion, and its RV variations suggest the presence
of a massive& 8 M ) unseen companion, likely a quiescent BH, though a stripped
star cannot be strictly ruled out. No X-Ray emission was detected.

For the spectroscopically discovered systems, candidates were identi ed initially via
analysis of their RV variations, which can be very lar§elQ0 kni's for NGC 3201 12560).
In the case of VFTS 243 and HD 130298, spectral disentangling was also performed, but
revealed no bright secondary. If such a luminous companion existed, mass constraints imply
it should be visible; thus, the lack of a secondary signature strongly points towards a dark
companion, while the minimum mass implied by the orbital solution suggests it is likely
above the Chandrasekhar and Tolman—Oppenheimer—\itkits.

1.3.3.3 Candidate BHs

For some candidate systems, the present evidence is inconclusive as to whether the compan-
ion in question is a BH or not. As BHs are rare compared to most types of stellar binary
interaction products, it is particularly important to thoroughly rule out a more common “im-
postor” masquerading as a BH.

" NGC 1850 BH1(Saracino et al., 2022; El-Badry and Burdge, 2022; Saracino et al.,
2023): This system was originally proposed to consist of an MS turstar (M
5M )witha 11 M BH companion by Saracino et al. (2022). Subsequently, El-
Badry and Burdge (2022) proposed an alternative scenario involving a (lower mass,
M 1.5 M), stripped envelope star, lowering the implied companion mass to be
consistent with a 2.55 M MS star. Saracino et al. (2023) revised the RVs, doubling
the implied binary mass function, and placed luminosity constraints on the secondary
using spectral disentangling. This revised model implies that if a luminous companion
of the requisite mass is present, it would have to be hidden behind an optically thick
disk.
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" GaiaDR3 3425577610762832384Vang et al., 2024): A wide system with a period
of 880 days and circular orbit determined from LAMOST (Cui et al., 2012) radial ve-
locities combined witlisaiaDR2 and DR3 astrometric data. The orbit and mass of the
giant companion imply a BH mass of 3.6 Msuggesting this may be a mass-gap BH.
However,Gaia does not propose a binary astrometric orbit, but rather a single-star
solution. Combining DR2 and DR3 allows an attempt at determining the astrometric
orbit, but this is an under-constrained problem. As the luminous component is on the
red giant branch, its mass and exact stellar evolution stage is uncertain. The authors
propose an edge-on orbit and mass-gap BH companion, however alternative expla-
nations, including a further away system with a larger giant and luminous massive
companion (impostor), or a more face-on orbit with a more massive BH, cannot be
ruled out at this time.
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1 Context and theoretical background

Figure 1.14: Number of proposed BHs (cyan), debunked systems (red), and remaining candidates
(black) as a function of time. Figure by Kareem EI-Badry.

1.3.4. Impostors and Alternative Explanations

The search for dormant BHs has been marked with the discovery of many so-called “im-
postor” systems. These are systems containing two bright companions, which, by various
means, masquerade as dormant BH candidates in the observations. A number of these im-
postors are summarised in table 1.2; we explore them in more detail in this section. In gure
1.14, we see the evolution of the number of dormant BHs found, as well as the systems re-
vealed to be impostors; their dérence is the number of still “surviving” BHs, as discussed

in section 1.3.3.

" V723 Mon (Jayasinghe et al., 2021), disproven in El-Badry et al. (2022b): colloqui-
ally also referred as the “Unicorn” due to its location in the constellation Monoceros.
Originally identi ed as a triple system by Strassmeier et al. (2012), Jayasinghe et al.
(2021) later argued that the triple con guration would be unstable, and instead pro-
posed a solution consisting of a giant with a dark companion, with the giants lines
“veiled” by another light source with no notable stellar spectral features. Spectral
disentangling of the system in El-Badry et al. (2022b) revealed a luminous, rapidly
rotating companion with wide, shallow absorption features.

© 2M04123153 673848gJayasinghe et al., 2022), disproven in El-Badry et al. (2022b):
the “Gira e” found in Camelopardis. Similarly to the Unicorn, it contains a red giant
primary, with the binary mass function at face-value implying a massive compact sec-
ondary, as an MS star of the implied mass would be violate observed brightness limits
in the UV; instead, the authors proposed an accretion disc around the suggested BH to
explain the observed spectral features in antiphase with the primary. Again, spectral
disentangling revealed a luminous stellar secondary, however with muchJemer

"~ HR 6819(Rivinius et al., 2020), disproven in Bodensteiner et al. (2020), El-Badry and
Quataert (2021), Frost et al. (2022): originally identi ed as a triple system containing
a B-type star in an orbit with a stellar BH, with a Be (a B star with strong emission
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lines due to a disc formed from rapid rotation) star in wide orbit. As the system is
only about 1100 ly from Earth, it would have been the closest BH discovered (and is
even closer thawaia BH1 at 1500 ly), with the stellar component visible to the
naked eye. An alternative scenario was proposed, consisting of a stripped B star with a
Be companion. High-angular resolution follow-up eventually con rmed the two-star
scenario with no unseen dark component.

" LB-1 (Liu et al., 2019), disproven in Shenar et al. (2020): drew attention from the
wider community in 2019 after being proposed as a potential binary system of a B-
starwitha 70 M BH companion. This would imply the BH to be the most massive
stellar BH discovered, falling into the pair-instability gap. A pair-instability SN is
predicted to occur for extremely massive stars as a result of gravitational collapse
following electron-positron pair formation, and resultant runaway thermonuclear ex-
plosion, leaving behincho remnant Due to the puzzling nature of the system, it
was studied further, with spectral disentangling revealing two luminous component, a
stripped helium star with a rapidly rotating B-type companion.

" NGC 2004#115Lennon et al., 2022), disproven in El-Badry et al. (2022a): identi ed
as a B-typet BH inner binary in a tight orbit 3 days) at low inclination with a
Be star tertiary, located in the Large Magellanic cloud. However, lightcurve analysis
revealed strong variation incompatible with the low inclination necessary for a mas-
sive companion, as well as re ection ects consistent with a normal MS secondary
of lower mass ( 2.5 M ).

Considering these objects as a population, a number of common, but not universal, trends
can be identi ed. First, the majority of these systems contain a stripped star of lower mass
than initially assumed, highlighting the importance of stellar interactions when analysing
multiple systems. These stars, in many cases, formed through M€tiag the fundamen-
tal properties of the system components (temperatures, surface gravities, abundances, rota-
tion rates) and orbital parameters. Second, hierarchical dynamics and triple system orbital
motion has a major eect on implied masses of the components.

1.4. Scope of the Thesis

1.4.1. Motivation

Binary stars form a cornerstone of modern stellar astrophysics - their interactions have pro-
found e ects on the evolution of both components (via envelope strippirigoE:g et al.,

2023), MT (Henneco et al., 2024), CE evolution, etc). The most massive stars commonly
occur in binaries (Sana et al., 2012) and contribute to the ionisation of the medium around
them (Bresolin et al., 2008). Binaries alscezt the dynamics of dense stellar environments,
such as clusters, via dynamical exchange (Heggie, 1975) and other processes. Additionally,
star-star binaries are the precursors to double-compact merger events giving rise to gravita-
tional waves (Abbott et al., 2016). However, much of the process of how a star becomes a
CO is poorly understood, let alone for two stars in a bound system.

The intermediate steps between a simple MS-MS binary and a CO merger can help
shed light onto many aspects of (binary) stellar evolution, but observations of these systems
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are rare and their analysis requires speci c tools. Simple assumptions about stellar spec-
tra do not necessarily hold when the stars have exchanged mass, lost part of their envelope
(Gotberg et al., 2018), spun up via accretion (Packet, 1981) or down due to tidal synchroni-
sation (Zahn, 1975). Thus, more data-driven approaches that relax some of the presumptions
can paint a more complete picture of the system at hand.

This thesis presents the (continued) development, expansion and implementation of such
a toolset: spectral disentangling. Applications are presented on both simulated and real
spectra of varying types of binaries, spanningadent temperature ranges, mass ratios, and
evolutionary stages. The lessons learned are also applied to a more extreme case of high
resolution single-epoch spectroscopic data, where disentangling is not possible. Regardless,
we ask what we can learn from this data.

While this thesis did not yield new dormant BH candidates, tools developed here will
prove useful in analysing current and upcoming large surv®ga((Gaia Collaboration
etal., 2016) DR4, 4AMOST (de Jong et al., 2019), SDSS-V (Kollmeier et al., 2017), WEAVE
(Dalton et al., 2012), ...). By focussing on lower-mass stars, we have access to datasets
that are simply not (yet) available for massive stars, both in terms of the number of objects
and of parameters such as astrometric solutions or stellar properties. This has allowed us to
thoroughly test this suite of tools on high-quality, extensive data; once the same kind of data
exists for the higher-mass regime, the tools will be fully applicable to this range.

We expect multi-epoch spectra for380, 000 OBA stars with SDSS-V, at similar resolu-
tion (R 2000) as the simulated spectra in chapter 2 (Kollmeier et al., 2017). Additionally,
Gaia DR4 will expand the catalogue of astrometric data, probing greater volumes and thus
increasing the number of solutions available for comparatively rare massive stars. It is also
expected to release 10 RVS spectra: these R 11;500 multi-epoch spectra will present
an unprecedented opportunity to explore binary systems across mass regimes, and call for
computationally e cient methods that make minimal prior assumptions about the systems.
There are also eorts among individual researchers and groups to use existing facilities to
identify and follow up on candidate systems. These include, but are not limited to:

" A search for detached black holes and neutron stars in bingié96.A-9008(A),
0107.A-9002(A), 0108.A-9001(A), 0109.A-9001(A); PI: H.-W. Rix)

" Surveying the brightest luminous and hot stars in the Milky {Z8yL.0.A-9014(A),
0111.A-9014(A), 0112.A-6007(A); PI: E. Zari)

A search for solar-type orbiting black holes and neutron s{@k11.A-9003(A); PI:
K. El-Badry

" Characterising a sunlike star orbiting a black hq®109.D-5047(A); PI: K. EI-Badry)
" Characterising a red giant orbiting a black ho(2110.D-5024(A); PI: K. El-Badry)

" Precision RVs of a sunlike star orbiting a black h@¢®.11.D-2120(A); PI: K. EI-
Badry)

FEROS observations of compact objects in astrometric bingfié42.A-6010(A),
0113.A-3014(A), 0113.A-3014(B); PI: K. El-Badry
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Hunting for stellar-mass black holes in low-metallicity binarigs14.D-6011(A),
0114.D-6011(B), 0115.A-4011(A); PI: K. El-Badry)

Constraining mass transfer in massive stars with Algol bina(@kl3.A-3012(A),
0114.D-6014(A); PI: J. Villag#or),

~ Hunting for BH candidates among SDSS-V massive OB @ads5.A-4010(A); PI: J.
Villasefior)

~ Stellar-mass black hole binaries in the Milky W@1.13.A-3010(A), PI: M. Green)

" Novel Gaia candidates for dormant BH or NS binar{@i14.D-6010(A), 0115.A-
4009(A); PI1: J. Miller-Horn)

All these data require careful analysis, accounting for the often strange nature of binary
stars. The tools developed and explored in this thesis translate well into the higher mass
ranges, allowing us to identify the progenitors of gravitational wave sources and other BH
systems. Even if no new dormant BHs can be identi ed, the methods provide an excellent
toolset for analysing star-star binaries, in particular post interaction systems.

1.4.2. Thesis Outline

Chapter 1 presents an overview of the current state-of-the art of research into binary stars and
stellar BHs. We summarise the basics of binary interaction and evolution, and highlight their
importance in the wider eld of (stellar) astrophysics and their role in explaining a number of
interesting observed phenomena. We also discuss some of the methods commonly employed
to analyse binaries, their strengths and shortcomings, and how they can be applied to nding
dormant BHs, which are the focus of the last part of the introduction. Their signi cance and
formation channels are brie y laid out, with particular attention paid to theot of binaries.

We describe the known dormant BH candidates, as well as previously identi ed impostor
systems.

In Chapter 2 we present the development of a spectral disentangling pipeline based on
Simon and Sturm (1994) and apply it to a set of simulated spectra to explore ¢ecg
in di erent temperature and mass ratio regimes. We also re-analyse thee'Ganad the
“Unicorn”, previously disentangled with an earlier iteration of the algorithm in El-Badry
et al. (2022b) (not included in this thesis).

Chapter 3 discusses the detailed analysis of a set of post MT binaries all previously
identi ed as single-lined binaries iGaiaDR3. We apply the pipeline developed in Chapter
2 and determine stellar and orbital parameters of the systems to make inferences about their
evolutionary history and MT conservativeness.

In Chapter 4 we explore the case of single-epoch high-resolution spectra for a large
volume of stars. We re ne th&aia DR3 binary solution where possible, constrain the light
ratios of the systems (placing upper limits in the case of single-lined systems), and reassess
their SB1 or SB2 status based on APOGEE data. Thus, we demonstrate the value of even
just one additional high-resolution epoch when analysing binary systems.

Chapter 5 presents a summary of the main ndings of the thesis, and also looks to the
future, both in terms of possible further applications of the methods developed on current
and future survey data, and the implications of potential ndings (or lack thereof).

33



1 Context and theoretical background

34



Autonomous Disentangling for Spectro-
scopic Surveys
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Chapter info This chapter is a reproduction of Seeburger et al. (2024), the rst paper |
published as part of my doctoral work. It outlines the development, testing and rst appli-
cation of the disentangling pipeline also used in subsequent work. As the main author of
the paper, | performed all the relevant programming work (creating the package, setting up
the simulated spectra for testing, applying to data for the “Gafand “Unicorn”), as well

as interpreting the result. Kareem El-Badry and Hans-Walter Rix were my advisors for this
project, and provided ideas shaping the pipeline and its features, as well as suggesting tar-
gets and providing data. Maosheng Xiang provided the spectral templates used to create the
simulated data. Morgan Fouesneau was instrumental in making the caien¢ and bug-

free, as well as supplying helpful feedback for best programming practises. All co-Authors
gave helpful feedback and comments on the text and gures.

The rst application of the pipeline developed here is shown in El-Badry et al. (2022b). |
supplied my code with instructions to Kareem El-Badry, the publication's lead author, while
he performed most of the analysis and wrote the manuscript.

Abstract A suite of spectroscopic surveys is producing vast sets of stellar spectra with the
goal of advancing stellar physics and Galactic evolution by determining their basic phys-
ical properties. A substantial fraction of these stars are in binary systems, but almost all
large-survey modeling pipelines treat them as single stars. For sets of multi-epoch spectra,
spectral disentangling is a powerful technique to recover or constrain the individual com-
ponents' spectra of a multiple system. So far, this approach has focused on small samples
or individual objects, usually with high resolutioR & 10:000) spectra and many epochs

(& 8). Here, we present a disentangling implementation that accounts for several aspects
of few-epoch spectra from large surveys: that vast sample sizes require automatic deter-
mination of starting guesses; that some of the most extensive spectroscopic surveys have a
resolution of only 2;000; that few epochs preclude unique orbit tting; that one needs
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2 Autonomous Disentangling for Spectroscopic Surveys

e ective regularisation of the disentangled solution to ensure resulting spectra are smooth.
We describe the implementation of this code and show with simulated spectra how well
spectral recovery can work for hot and cool starkat 2000. Moreover, we verify the

code on two established binary systems, the “Unicorn” and “@taThis code can serve

to explore new regimes in survey disentangling in search of massive stars with massive dark
companions, e.g. th& 200, 000 hot stars of the SDSS-V survey.

2.1. Introduction

The fact that a signi cant fraction of all stars or stellar remnants is in multiple stellar systems
with a period of less than a few years (e.g. Sana et al., 2012; Moe and Di Stefano, 2017)
fundamentally aects many aspects of astrophysics. leets the stellar evolution of both
components, in some cases already during their MS phases, and more often in the evolved
phases that will result in COs (such as white dwarfs, NS, and BHs);eitta nucleosyn-
thesis, the formation channels of supernovae (SN), and the interpretation of photometric,
astrometric, or spectroscopic sky surveys. And massive binaries — or their descendants —
are the most prominent and frequent source of gravitational waves so far (e.g. Abbott et al.,
2023).

Most of these systems cannot be spatially resolved, with projected separations that often
are. 1 mas. However, their orbital velocities make it possible to separate the constituents
of such multiple stellar systems in velocity space, especially if spectra atatit orbital
phases exist. We commonly categorize spectroscopic binaries into SB1 and SB2. Here,
SB1 denotes a single-lined spectroscopic binary, where only one of the component spec-
tra is apparent in the observations, and SB2 describes a double-lined spectroscopic binary,
where two sets of lines are visible in the observed spectra. The approach of using multi-
epoch observations of spectroscopic binaries to determine the components ispaditl
disentanglinge.g. Bagnuolo and Gies, 1991; Simon and Sturm, 1994; Hadrava, 1995).

In broad terms, spectral disentangling assumes that spectra of a presumed multiple stel-
lar system — when observed at drent epochs — can be described as the sum of two (or
more) spectra that are invariant in their rest-frame, but whose radial velocities (RVs) change
as a function time, re ecting orbital motion. The mathematical foundation of spectral disen-
tangling has been established for 30 years (e.g. Bagnuolo and Gies, 1991; Simon and Sturm,
1994; Hadrava, 1995). End-to-end disentangling requires the simultaneous, or iterative, so-
lution to two problems, (a) reconstructing the rest-frame spectra of each component and (b)
determining the components' radial velocities at each epoch or, alternatively, the orbital so-
lution of the overall system. If the velocities at all epochs are known, the reconstruction of
the disentangled spectra reduces to a linéaoptimisation problem, aiming to match the
combined spectra at all the dérent epochs.

However, the application of spectral disentangling to large data sets has some serious
practical limitations. First, some literature work has assumed that (a very good guess for)
various system parameters can be obtained independently (e.g. Ilijic (2004)'s code CRES re-
quires input of both the primary's and the secondary's velocities, shift-and-add as described
in Shenar et al. (2020) and Shenar et al. (2022b) requires input of a few orbital parameters,
see table 2.1). If the data are of limited resolution, or if the components contribute compa-
rably to the total spectrum's absorption lines, this may not be possible. Second, there are
several inherent degeneracies, foremost the fact that any featureless continuum portion of

36
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the spectrum can be assigned to either spectral component without consequences in the data
match. Third, the approach works manifestly best in the regime of many epochs with data at
high spectral resolution (compared to the orbital velocity changes) and at very high signal-
to-noise, so that the dimmer component causes distinct changes in the combined spectrum.
Finally, solving the full non-linear problem, i.e. optimising the model-data match over all
possible primary velocities, mass ratios, and disentangled spectra is very time-consuming.

Over the last decade and for the next decade, vast spectral surveys are driving an expo-
nential growth in the number of high-quality stellar spectra. Current or upcoming surveys
include SDSS (York et al., 2000; Kollmeier et al., 2019), LAMOST (Cui et al., 2012), DESI
(DESI Collaboration et al., 2016), WEAVE (Dalton et al., 2012) and 4MOST (de Jong et al.,
2019). Further, thé&aia Data Release 4 will provide a vest set of spectra. Many of these
surveys, in particulaGaia (Gaia Collaboration et al., 2023) and SDSS-V (Kollmeier et al.,
2019) have multi-epoch observations scheduled across the entire sky.

These surveys cer vast potential to map the stellar binary population via spectral dis-
entangling. Some surveys, such as SDSS-V have explicit programs to systematically survey
stars searching for massive dark companions; there spectral disentangling is crucial to iden-
tify “contaminants” with two luminous components (e.g. Shenar et al., 2022b,a; Mahy et al.,
2022).

In this context of vast spectral surveys, new requirements desrderata— arise for
practical approaches to spectral disentangling. The approach must be

N

fast, so that multi-epoch data for1® 1 systems can be analyzed.

autonomous, in the sense that initial parameter guesses that permit sensible solutions
must be found algorithmically and reliably.

astrophysically exible; many close binary systems will contain non-standard (stripped,
accreting, rapidly rotating) stars.

robust, given that large surveys typically have fewer epochs, a lower signal-to-noise
ratio (SN) and lower resolution than single-object studies

user-friendly, as a wide community should be in a position to consistenly analyze dif-
ferent data sets, or reanalyze a given data sets witkrdnt constraints on acceptable
solutions.

In this paper, we propose a new implementation of spectral disentangling, designed to
address these issues. It wraps the process of nding starting guesses, solving for the dis-
entangled spectra, and optimising the ux- and mass ratio parameters into one continuous
pipeline written in Python. The approach is also fast enough that it can be applied to surveys
of many thousands of objects. We include features such as regularisation to ensure desired
properties in the spectra, as well as other adaptations on the original method to optimise the
code for survey disentangling.

Due to Python's rise to popularity, we have elected to write this implementation of the
method in this language. While at the surface level, speed might be a concern, many of
Python's modules are partially written in compiled languages (such as C) and merely pro-
vide an interface familiar to the average Python user. Thus, this issue remains manageable.
Python does have the advantage of being widely known in the scienti c community, making
an eventual release of the code as a package accessible to many.
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2 Autonomous Disentangling for Spectroscopic Surveys

Comparison of prominent existing disentangling codes

Code KOREL fd3 Spectangular CRES shift&add

Author Hadrava (2004) llif (2017) Sablowski and Weber (2017) llijic (2004) Shenar et al. (2022b)
Language Fortran C € C Python

WL or Fourier Fourier Fourier WL WL WL (iterative)

Solves Spectra Orbit Spectrar Orbit Spectrar Orbit/RVs Spectra Spectra K1, K2

Third component? Y Y Y N Y

Required Input Orbit Orbit OrbiRVs RVs P, To, !, €

Table 2.1: This table summarises a number of properties of some prominent disentangling codes,
which include the author(s) who wrote the codes, the programming language they are written in,
whether disentangling takes place in wavelength (WL) or fourier space, whether they solve only for
the spectra or also attempt to nd the RVs &ndOrbital solutions, whether the code is equipped to
handle a third component, and which input or guesses are required.

2.2. Spectral Disentangling Methodology

We rst brie y review the existing method and codes in spectral disentangling in 2.2.1, then
contrast disentangling as an approach with other methods in the literature in 2.2.2. We lay
out the desired characteristics of a code for survey disentangling in 2.2.3. In subsection 2.2.4
we describe the prepocessing of the data. We explain the two-step process of optimising for
the velocities and mass ratio in 2.2.5, and how we obtain the systemic velocity and light
ratio in 2.2.6.

2.2.1. Established Disentangling Codes

There are a number of existing codes, based on and building further upon the concepts
introduced in Bagnuolo and Gies (1991), Simon and Sturm (1994) and Hadrava (1995).
Some prominent examples of these include KOREL (Hadrava, 2004), CRES (llijic, 2004),
fd3 (lliji ¢, 2017), Spectangular (Sablowski and Weber, 2017) and shift&add (Shenar et al.,
2022b). A brief summary of these codes can be found in table 2.1.

These codes employ one of two major methods for solving the linear disentanging prob-
lem, either in fourier space (KOREL, fd3) or in wavelength space (CRES, Spectangular).
More discussion on this can be found in e.qg. llijic et al. (2004), but in summary, both meth-
ods come with their own advantages and disadvantages. The Fourier method, most notably,
outperforms the wavelength-based alogorithm in terms of speed and thus allows for the im-
plementation of further generalisations (Hadrava, 2009). However, this comes at the cost
of requiring all spectra to be sampled on the same grid, as well as giving each point the
same weight, and implicitly assuming the resulting spectrum to be a periodic function of
the wavelength (Sablowski and Weber, 2017). Performing the disentangling in wavelength
space allows the user to extend the wavelength range on which the component spectra are
computed based on the RV shifts of the individual epochs, as well as being less vulnerable
to edge eects arising from the Fourier method.

2.2.2. Disentangling vs Spectral Model Fitting

Spectral disentangling entails the “non-parametric” reconstruction of the individual com-
ponents' rest-frame spectra. Alternatively, one can view the whole problem as a forward-
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2.2 Spectral Disentangling Methodology

modelling problem, drawing on a set of stellar templates. This has been explored and im-
plemented by several groups (e.g. Traven et al., 2020). An important downside of these
methods is the fact that spectra in close binaries often do not look like simple, single-star
spectra: they may be “exotic” objects such as stripped stars, they may show exceptionally
fast rotation or may show emission lines from decretion disks. It can thus be easy to miss the
signatures of “strange” companions (e.g. Jayasinghe et al., 2021, 2022; Shenar et al., 2020;
El-Badry et al., 2022b; Bodensteiner et al., 2020; Frost et al., 2022) when only considering
a limited set of stellar templates.

This highlights the strength of template-independent methods, such as direct subtraction
(Ferluga et al., 1997) iterative subtraction, also known as shift & add (@enzand Levato,
2006, implemented in Shenar et al. (2020, 2022b)), or, as described here, disentangling
(Simon and Sturm, 1994). By not having to pre-select a template, we remain exible to a
range of potential outcomes of the procedure.

2.2.3. A Disentangling Approach for Large Spectral Surveys

Figure 2.1: A owchart showing the disentangling process as implemented in this work.

As mentioned in the Introduction, practical approaches to disentangling for vast spectral
surveys call for a code that is fast, autonomous with respect to the initial parameter guesses,
astrophysically exible to accommodate the unusual spectra of close binaries, and robust
with respect to suboptimal numbers of epoch®] &nd spectral resolution.

Here we set out to devise, test and verify such an approach. The end-to-end approach
can be divided into several steps, which are conceptually illustrated in Figure 2.1, which
serves as a guide and schematic representation of the process.

We want to start with multi-epoch spectra for any given object, and at the end have both
an estimate of the (usually two) disentangled spectra of the primary component's velocities
at each epoch, the systemic velocity, the component mass ratio, and the mean component
ux ratio. To achieve this for any one object, there are essentially three stages:
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2 Autonomous Disentangling for Spectroscopic Surveys

1. The spectra at all epochs for any one object have to be consistently pre-processed
(normalisation, wevelength rebinning); and initial guesses for the velocities of the pri-
mary spectral component (de ned as the component with the most prominent spectral
lines) need to be derived algorithmically.

2. The optimisation of the main parameters consists of two parts. A non-linear part —
trying to nd the best primary velocities at all epocké,and the mass ratig. And, a
linear part, determining the two disentangled component speétand*® that best
match the multi-epoch specteg,s for each assumed; g).

3. The resulting spectrg” and 2 have two remaining problems: they are pure math-
ematical constructs and know nothing about the rest-frame wavelengths of features.
And any (modestly small) constant can be subtracted fband added te®, leaving
the data match to the,,s The last step then uses template spectra to a) x the rest-
frame of the disentangled spectra (or the systemic velocity of the system) and x the
luminosity ratio of the two components, by requiring physically sensible absorption
line equivalent widths.

We now describe these three stages in turn.

2.2.4. Preprocessing of the Spectra

Before disentangling, it proves convenient and useful to pre-process the observed multi-
epoch spectra to simplify the subsequent math, labelled agist@pove. This rst entails
masking, or interpolating over, bad pixels. Then resampling the spectra to a wavelength
grid that is uniformly sampled in In(hereafter abbreviated a9, which linearises velocity
shifts. Finally, we normalise the spectra by dividing them by a running median Iter, where
the Iter must be chosen to be much wider than individual spectral features. The point
of this is not necessarily to remove the “continuum” of the stellar spectrum, which is often
conceptually and practically poorly de ned, especially in cool stars with many spectral lines.
We are much more concerned with removing the low-frequency variations in the observed
spectra, as they may be dominated by instrumentates. For our disentangling it is most
important that we do this consistently across all observed epochs. We also apply the same
median Itering to all the templates, i.e. we remove the low-frequency variations in the
model spectra fully consistently. Other methods, such as polynomial tting and clipping
were considered, but ultimately median Itering was selected as the method of choice due
to its speed, ease of use, and consistency across spectral types.

From this normalised spectrum, we then subtract 1 at all pixels, as this further simpli es
the subsequent analysis. The @ient epochs are then concatenated into one long vector of
lengthNep Npx (number of epochs times number of pixels). We call this veegqr

As the next part of pre-processing, we must nd initial guesses for the primary com-
ponent's radial velocities for each epog¢h ¥%), to aid the convergence of the non-linear
parameter optimisation of stép). We have implemented two ways to obtain these initial
guesses, either using template cross-correlation, or using the TIRAVEL algorithm (Zucker
and Mazeh, 2006, described in the appendix).

For the cross-correlation, we rst construct a grid of (rest-frame) template spectra from
Kurucz (1979). These templates cover a suitable range eftese temperatures (20, 2.7
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kK to 25 kK), surface gravities (5, -0.35t0 5.4), and two derent rotation velocitiegsini

(10 and 100 krts) and are matched in resolution and wavelength sampling to the observed
spectra. For any given epoch we perform a CCF between the observed spectrum and all
templates, and take the best template to be the one that yields the highest CCF peak, when
averaged over all epochs. The position of the CCF peak for the best template yields our
starting guess for the primary velocity at that epoch, yielding the inifial As starting
guesses for the mass ratio, we ad%f)t qg 1

In the system's center of mass frame, the primary and secondary velocities are related
viay¥¥ g ¥ Butthev® we derive for each epoch are in the barycentric frame and we
do not know the actual systemic velocit¢on. However, we can for the subsequent steps
simplyassumehatvconm 0. This will then yield disentangled spectra of the correct shape,
justin an ill-de ned velocity reference frame. However, this can be remedied by correlation
with template spectra in a subsequent step, as we show below.

2.2.5. Parameter optimisation and initial disentangling

We can now proceed to stéjp, indicated in the second box (from the top) of the graphical
representation in Figure 2.1. As mentioned, this step consists of two aspects. The linear part
estimates the disentangled spectra that best match the observations at all epochs$8r given
andg. Each execution of this linear disentangling step yieR{s"; q). This step is wrapped

in a nonlinear parameter optimiser (we settled on the Nelder and Mead (1965) method) that
then nds most likely parameter estimat@gst; Opest &S

¥oss Ooest arvgA min 2(;q) : (2.1)
q

2.2.5.1 The linear disentangling step

It is more sensible to describe the linear disentangling step rst. We restrict ourselves to the
binary (rather than triplet, etc.) case, where we seek the initially disentangled components
¥ and xB, speci ed on a logarithmic wavelength grid with the same as the observed
spectrax*® f x*B( )gwith i = [0; Npy].

In this context, non-relativistic velocity changes correspond to constant shifts srid
can be speci ed as

v
= In1l+ c : (2.2)

In this rst step we will retrieve 'initial' disentangled spectra in an ill-determined velocity
frame rather than in the physicedst-frame We will remedy this in a subsequent step
(Section 2.2.6). For now, we can assume formally that the systemic velocity is not only
constant but also zero; then the two component's velocity shifts at epach related via

B = =q In this case we only need to know the velocities for one component (say,
A) and the system S mass ratio to determine all relevant velocities.

The shifted spectra of the components for each epaan be written as:

XA Mg (2.3)
XB( ®)g (2.4)
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Figure 2.2: A cartoon of the setup of the linear algebra portion of the disentangling scheme. The
top portion of matrix M on the left-hand side consists of {pdiagonals whose position relates to

the per-epoch velocity shifts. The vector in the center is simply the component spectra stacked on
top of each other and the desired output of the linear algebra procedure. The vector on the right is
the individual epoch composite spectra, stacked as well. The regularisation scheme detailed at the
bottom of the cartoon is described in more detail in section 2.2.5.2
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The predicted composite spectr#m,eq at epochj is then given by:

€jipred = fXA( i IJA) + XB( [ ?)g (2.5)

The predictions for the composite spectra at all epgaten be cast more elegantly into
a matrix of form:

M x= €pred; (2.6)

where the column vectotis the concatenation of* andx®, andeyeq the concatenation
of all €;.preq at all di erent epochdle,. Thus,x is a column vector of lengthiR,y, andepreq
a column vector of lengtiNpx Nep. The matrixM is then a matrix of dimensiongNg,
Nep) 2Npx made of 2 N, blocks (one for each component and each epoch) of dimensions
(Nox Npy). M is a sparse matrix, with the only nonzero elements being)@magonals,
whose position and value are governed by the per-epoch shifts of both componefits,
Figure 2.2 shows a simpli ed schematic of Equation 2.6, and a more detailed description of
the matrix structure can be found in Appendix A.1.3.

For a given set of ? andg, we then wish to nd thex,es:for which €4 best matches
—in the L2-norm orchi? sense — the concatenated set of multi-epoch observatigns

Xoest= ArgmMirkM % €opd: (2.7)

As the matrixM is sparse and frequently very large, it makes sense to look foremt
methods for the use case. Simon and Sturm (1994) propose the use of Singular Value De-
composition (SVD) (e.g. Forsythe et al., 1977) to solvexXoHowever, we found that the
LSMR algorithm by Fong and Saunders (2011) provided a morm@ent iterative algorithm
that exploits the sparsity of the matrix to arrive at a solution quickly. The resuttingcan
then be separated intgf, andx]. .

Figure 2.3 shows an example of the disentangling result for a MS binary consisting of
a l.l M primary with a 0.95 M secondary, i.e. a mass ratio @f= 0:86. The velocity
semi-amplitude of the primary is 200 ks we have assumed a circular, edge-on orbit and
sampled the velocities regularly for 6 epochs at a resolutidR©f2000 and with a signal-
to-noise ratio of 30. The systemic velocity is 100/kmDisentangling has been performed
assuming JA andqg are known. Both the composite spectra (black and grey lines) and the
individual disentangled component spectra are in excellent agreement with the observations
(top) and input spectra (two panels below).

2.2.5.2 Regularisation

While the method described so far can yield acceptable results, the two disentangled spectra
are often not smooth. This is due to the nonuniqueness of the solutions: especially for
sections of the continuum with ffew lines, it is ill-de ned how much each component
spectrum is speci cally contributing to the composite.

Tikhonov regularisation (Tikhonov, 1963; Phillips, 1962) introduces an additional term
in the least-squares minimisation (Equation 2.7), which can be used to penalise certain un-
desired features in the solution, and encourage desired properties. So, instead of minimising
the expression in Equation 2.7, we seek to minimise:
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Figure 2.3: An example of a disentangled spectrum, displaying one epoch. The top panel shows
the observed spectrum at that epoch in black, and the sum of the two disentangled and velocity-
shifted component spectra in grey. The second and third panel show the rest-frame spectra for the
disentangled components, with the true spectra shown as dotted lines. The bottom panel displays the
di erence between the observed and the reconstructed spectrum (shown separately in the top panel).
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2.2 Spectral Disentangling Methodology

Figure 2.4: The spectrum of the primary as obtained from disentangling with varying degrees of
regularisation. The rst panel shows the result without regularisation, the second panel with
and the last with = 500. In each panel, the true spectrum is shown with a black dashed line.

KM % epdl kL %S (2.8)

whereM, xandeysare as previously describeld.is a matrix by which we regularise the
solution forxand expresses the weight of this regularisation compared to the disentangling
problem. There is a trade-overy small will lead to very little regularisation (and = 0
reduces to the original problem posed), while very largell over-regularise the solution,
leading to a loss of the original features.

This can be recast into a form very similar to Eq.2.7:

M # " #2
Xpest= AIGMIN. P % egjs ; (2.9)
x
Here,L is of shape (Rl,x 2Npy), and0 is of length N,,. Thus, this extension to the
original problem allows regularisation efby simply appending to the matrid and the

VeCtoreyps.

We want matrix td- push for smoothe solutions but without enforcing a speci ¢ shape
onto the spectra. We do this by minimising the second derivative or curvature among adja-
cent elements ok, In practice, the matrix. has 1's along the diagonal , and2lalong
the two rst o -diagonals above and below the main, as illustrated in the scheme shown in
Figure 2.2. This matrix leads to a norm that is simply the sum of the second derivatives
among all sets of adjacent 3 pixels (expressed as a nitergince). Therefore, it penalizes
strong local curvature of the result, and thus “jaggedness” of the disentangled spectra.

In Figure 2.4 we compare the result of drent regularisation strengths, ranging from
none (top) to a good amount (middle) to too much (bottom). We see that when no regu-
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larisation is applied, the disentangled spectrum is jagged due to the degeneracies. With an
appropriate amount of regularisation, this can be remedied. If too much regularisation is
applied, features and details will start to be “washed out” - it is thus important to choose the
regularisation parameter correctly, e.g. by requiring it not increase the least-squafes or
signi cantly. In practice, we seek a regularised solution that ts the data to withih 3

as well as the unregularised solution. We have found a suitdbleeach (simulated) dataset

by trial and error; automatisation of this is an endeavour for future work.

2.2.5.3 The non-linear optimisation step

So far, we have shown how to robustly solve the disentangling problem if the/Rids alll
epochsj and the mass ratig are known.

We now need to implement a robust way to nd the optimum paramefeasdq such
that the two constructed component speettaand x5, shifted by their respective epoch
velocities, optimally reconstruct the observed composite speatgpfior all epochs. To
this end, we de ne the residual between the observed and reconstructed spectra as:

R= ej;obs ej;pred (2-10)

or, more explicitly,

R=€jons ¥'( M +%( %) (2.11)

Equation 2.11 explicitly recognises that the residuals are a function ¢fB. As the
next step, we have to nd the best values for thequ:B by minimising the value of 2 as a
function ofq andv”, de ned as:

0/ djewd =R cov R, (2.12)
where cov is the covariance matrix of the observed spectra.

We do this minimisation via the Downbhill Simplex Optimisation by Nelder and Mead
(1965), speci cally thescipy.optimise implementation.

Robust optimisation requires a sensible initial starting guess. We initialise itAvithd
g as described in 2.2.4. Then the optimiser solves at each step the linear problem (Equa-
tion 2.9) for the current values &f andg. This returns the component speckaand x®
and from thene,eq, Which yields 2 from Equation 2.12 from the comparison with the data
€obs EVentually, we expect the optimiser to return the best values for the RVs and mass
ratio, those that allowed for the most accurate reconstruction of the observed spectra.

2.2.6. Determining the systemic velocity and light ratio

Mathematically, spectrum disentangling is possible while only knowing the relative per-
epoch RVs of the primary and the mass ratio, as has been demonstrated. However, this
yields two disentangled spectra that are in an unspeci ed velocity frame that is neither the
center-of-mass frame nor the rest-frame; and the velocity frames for the two components
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will generally not be the same. But in practice, we are interested in the systemic velocity
Vcom and the light ratio of the two components

We now describe how we nd these parameters and move the disentangled spectra to a
well-de ned rest-frame, as outlined in stép) of Figure 2.1. In doing so, we basically draw
on external astrophysical information: the rest-frame wavelengths and (approximate) equiv-
alent widths of prominent stellar absorption lines in the disentangled spectra must resemble
— at least roughly — those in a comprehensive set of template spectra.

We start by using such template spectrato nd the systemic velocity. We do this by com-
puting the cross-correlation function (CCF) of the initial solution veci@gzgwith spectra
in the template set and identi ng the best template. We denote the velocity of that CCF
peak as **8, which describes the set of the velocity found by the optimiser from the true
observed velocity of the primary. In this notation we have

\~/A:VA+ A:V\/A+VCO|\/|+ A (213)

whereV* are the velocities in the initial ill-de ned frame/ the true velocities in the
observer frame, and” are the center-of-mass-frame velocities. With starting guesses via
template cross-correlation, we expettto be close to zero. This is because the templates
are in the rest frame, so initial velocities found using them should also be in the rest frame,
meaning the oset ” should be small. TIRAVEL (Zucker and Mazeh, 2006) determines
initial guesses by cross-correlating the elient epochs with each other and solving for the
most probable vector of RVs. Then, could be large, as we have no prior information
about absolute RVs, only relative (to other epochs). By contruction from the disentangling,
the primary and secondary velocities in our ill-de ned frame are relatedPby ~ ¥=q
holds. And, we have the relations

V= WP+ \Veom = % + Vcoms (2.14)

with nomenclature analogous to Equation 2.13; Eq. 2.14 simply states that the true ob-
served velocity is the secondary's center-of-mass frame velocity plus the systemic velocity,
which in turn is related to the true velocity of the primary via the mass tptie can now
use these osets ~® and Equations 2.13 and all 2.14 to determine the systemic velocity of
the system:

B = ’\78 \/B = ﬁ + Vﬁ Vcom (215)
qa d
By A
Vcom = —1+ 1:(::]q (216)

Note that even when”* is small, B might be large, especially when the originally as-
sumed systemic velocity is far from the truth.

This puts us in a position to solve for the component spectra in the rest-frame using these
results and Equation 2.13. This process also gives us temptaaast®, the templates that
had the highest CCF peak with the respective disentangled component spectra.

We can now turn to determining the light ratio using the best- tting templates. In
the end we attribute derent portions of the “featureless continuum” to the two disentan-
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2 Autonomous Disentangling for Spectroscopic Surveys

Figure 2.5: An example of the results for the dérent parameters obtained by the optimiser. The
correct value is plotted along the x-axis, with the value recovered by the optimiser along the y-axis.
The dashed line indicates agreement between the two, and the further away from this line a value
falls, the less accurately it was determined. The colour of each symbol also indicates how well the
parameter was t, with pink indicating a bad, and cyan a good agreement of the t value with the
truth relative to the other parameters. The symbol used for each point represents the parameter, with
numbers 0-5 indicating the per-epoch RVs for each epoch (divided by 480,log;o of the mass

ratio, v the systemic velocity (divided by 100) andthelog;o of the light ratio. We selected these
scaling of the dierent parameters for better visualisation. We see good recovery for all parameters,
except two of the RVs. This is, however, not further surprising, as these RVs are fairly close to the
systemic velocity, meaning there is only a small doppler shift of the two spectra relative to each other,
making determination of the accurate velocities dilt at these low resolutions.

gled components so that their equivalent widths are physically plausible. We obkgin
minimising

arg mir1<1+itA "+ 8 %BIe; (2.17)

1+
which scales the templates for both componeftandt®, such that the scaled templates
most resemble the disentangled spectra.

An example of the results of this 3-step (preprocessing, optimidiagdg, nding Vcowm
and ) process can be seen in Figure 2.5, where the accuracy of each parameter as found in
the optimisation or subsequent step, is explored. The system has the same parameters as the
one discussed in section 2.2.5.1 whose disentangled spectrum can be seen in Figure 2.3.

2.3. Algorithm Validation

We now proceed to validate this autonomous multistep approach to spectral disentangling
that we have laid out. In particular, we want to explore under which circumstances it yields
sensibly disentangled spectra and reasonable physical parameters. This will depend on both
the physical properties of the binary system (velocity semi-ampliKid®ass and light ra-

tios, e ective temperatures) and on the observational set-INy €pectral resolution, num-

ber of epochs).
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2.3 Algorithm Validation

In exploring this, we will particularly focus on the observational parameter regime per-
tinent to large spectroscopic surveys: modest resolution &da®ng with relatively few
epochs. We do this by simulating composite spectra of binaries with both hot and cool
primaries, and then running the algorithm 'blindly’, or autonomously, on them. These sim-
ulations allow us to assess both tebustand theproblematicdisentangling regimes. After
these simulations, we illustrate the approach using a well-established binary system.

2.3.1. Simulated Data

We perform an initial test of the method on simulated data, given that it allows us to precisely

control the system parameters and check how well the algorithm recovers them. To simulate
co-evolving binary components, we use a 1 Gyr and 250 Myr isochrone from Bressan et al.
(2012) for the cool- and hot-star primary simulations, respectively, selecting a 1ahi3

M star as the primary.

For resolutions oR 2,000 andR  20; 000, we then explore a grid of derent RV
semi-amplitude, linearly spaced from 50 kfa to 250 knts, and light ratios . For
we consider logarithmically spaced values from 0.01 to 1 to explore the more “extreme”
regimes of very faint secondaries, as well as a linearly spaced grid from 0.1 to 0.9. With
the primary's parameters (mass, af@jg, and logg) and , we can use the isochrones to get
analogous parameters for the secondary; the two components' masses then algoWesld
then select spectral templates, using Kurucz (1979) spectra for the two components. Then,
we set the orbital parameters of the system (assuming a circular, edge-on orbit), sample the
RVs of both components at 6 derent epochs uniformly in phase-space over half an orbit,
and create composite spectra, adding noise. Here, we assumed a signal-to-noise ratio of 30.

We feed these simulated spectra to the disentangling and optimisation algorithm, assess-
ing how well it is able to obtain the correct system parameters, reconstruct the observed
composite spectrey,s and solve disentangled rest-frame speﬁgrandxg.

We assess the quality of the parameter through this gure of merit:

FOM=1 1, Jieed imd. (2.18)
n._, J izpred * ) iitrud
which is bound between 0 and 1, whefgeqare the estimates returned by our algorithm,
irue the true (simulation input) values, amglare the normalised weights assigned to each
parameter. We have assigned weights of 0.28 tgoy and , and a weight ofﬁ to each
of the primary RVs. The weighting avoids the FOM being domlnated by the accuracy of the
recovered primary RVs (especially in the case of many epochs), which are comparatively
easy to nd, and places greater importance in correctly determining the parameters associ-
ated with the secondary. It is pertinent to note, at this point, that a “good” FOM means that
the system parameters have been recovered accurately, not necessarily that the disentangled
spectra are equivalent to the “ground truth”. It is simply a metric to assess the performance
of the optimiser.

The results of this validation are shown in Figure 2.6 for cool (left panel) and hot pri-
maries (right panel). The derent subpanels show a grid in velocity semi-amplitddend
light ration . The background color of each subpanel indicates the FOM, with lighter col-
ors indicating better parameter retrieval. For high velocity semi-amplitudes (compared to
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2 Autonomous Disentangling for Spectroscopic Surveys

Figure 2.6: A grid of the results of the autonomous disentangler on a range efreit systems.

The left panel shows the case of a low mass primary (1.}, Mhile the right panel displays the

case of a higher mass primary (3 M Each panel consists of multiple cells, varying in the semi-
amplitude of the radial velocitiex, along the y-axis, and in light ratio, and consequently, the
mass ratiay and e ective temperature of the secondary, .», along the x-axis. The colour of each

cell indicates the gure-of-merit value the disentangler achieved for the recovery of the parameters,
with white indicating a higher, and thus better, gure-of-merit, and black indicating a lower, worse
FOM. Each cell also contains the accuracy and precision achieved for each individual parameter,
analogous to Figure 2.5. The x-axis here displays the true value of the parameter, and the y-axis
the one recovered by the optimiser. If the optimiser determined the correct parameter, we expect it
to lie along the dashed grey diagonal line. The colour of each parameter indicates how well it was
recovered within its speci ¢ system, with pink indicating a comparatively large distance between
truth and tted parameter, and cyan indicating a small distance, and thus good agreement. Lastly,
the size of each symbol is related to its variance in the bootstrapping process, with a large symbol
indicating a large variance (and thus a low precision) and a small symbol indicating a small variance
and higher precision.

Figure 2.7: Analogous to Figure 2.6, with the light ratio now varying between 0.1 and 0.9 in steps
of 0.2.
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the spectral resolution) and distinctly drent component temperatures (whenever 1)

the parameter retrieval is robust and quite precise; this is particularly true if the primary star
is already cool. But the Figure also shows that there are two regimes where our algorithm
struggles: rst, for a mass ratio of unity (twin star spectra) there is a degeneracy between
the two components' velocities. Consequently, the optimiser cannot determine the other pa-
rameters correctly. For the very faint secondary regime (0:01), the optimiser nds the
correct primary velocities, but has some dulties with the mass and light ratio, as well as

g. This is not particularly surprising, as in this regime the signal of the secondary is on the
level of the noise, and thus nding parameters that pertain not just to the primary (as the
RVs do, in this case) is problematic.

Second, Fig. 2.6 also shows that lower velocity semi-amplitudes (below the spectral res-
olution) lead to a worse determination of the individual component’s velocities, and conse-
guently of the other parameters. For the higher-mass and hotter primary, the broader spectral
lines and comparatively similar spectra between the primary and secondary also lead to an
underestimation of the RVs, as the CFF peak is substantiadigtad by the secondary.

Figure 2.7 is analogous to Figure 2.6, withvarying from 0.1 to 0.9 in steps of 0.2.
Again we see that for both the cool and the hotter primary, our disentangler heslties
correctly recovering the velocities for the lowest RV semi-amplitudes. As we are now ex-
cluding the more extreme cases of twin stars and extreme light ratios, where the secondary
contribution is on the level of the noise, we observe generally higher (and thus better) gure-
of-merit values. With the linear grid inwe can see a more gradual trend in the robustness of
our disentangling approach, with accuracies getting worse as we get “too close” to an equal
mass binary, especially for the 3 Mbrimary, as the spectra of the primary and secondary
show rather similar features.

Figure 2.8 shows individual disentangled spectra foredent simulated systems. We
show a smaller wavelength range for the cooler primary, as there are more and narrower
lines, whereas for the hotter primary, the lines are wider and fewer. We see that the dis-
entangler successfully recovers the primary component in all cases, using both the “true”
parameters as well as the ones found by the optimiser. For the smallest light ratio of 0.01,
both in the hot- and the cool-star case, the disentangler struggles to recover the secondary,
due to its small contribution to the spectrum. There are still some issues with the secondary
spectrum recovery for the hotter primary even at a more moderate light ratio of 0.1. We
believe this to be due to the very similar lines between the primary and secondary - for mod-
erate velocity shifts, two similar spectra being shifted against each other look like the lines
are “widening” and “narrowing”, rather than fully seperating, which causes some issues in
the disentangling process.

2.3.1.1 Disentangling SB1 Systems with Dark Companions

Part of the motivation for this work is to nd systems where the secondary is dark, i.e. does
not show up in the disentangling. To explore how our code responds to such systems, we
have simulated a binary consisting of a 1.1 primary with a dark companion (a so-called
SB1 system). Like before, we set a velocity semi-amplitude of 206 Kor the bright
component and assume a circular, edge-on orbit. RVs are sampled uniformly in time at a
spectral resolution dR = 2000 and a signal-to-noise ratio of 30.

We then applied our optimiser and disentangling procedure to this system in the same
way as the previous simulations, presuming we have no prior knowledge of its SB1 nature.
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Figure 2.8: A selection of individual results of the autonomous disentangler, here for a RV semi-
amplitude of 200 kifs. The left column shows the low-mass primary case, and the right the higher-
mass primary. The dierent rows show dierent light ratios and thus mass ratiasand e ective
temperature of the secondafy -». The top panel (white background) in each row shows the result

of the disentangling for the primary, and the bottom (grey background) for the secondary. For each
panel, the truth is plotted in black, with the disentangling result achieved by using the “correct” input
parameters in green, and the actual result cyan the autonomous disentangler in magenta. The disen-
tangler solutions are scaled by the light ratio (true value for cyan, value recovered by the optimiser
for magenta) to match them to the true input. Thus, a “correctly shaped” spectrum that is scaled
incorrectly indicates an incorrect light ratio, while a spectrum that set relative to the truth indi-

cates that the systemic velocity was not found correctly. For the most extreme light ratios (top row),
even with “correct” input parameters, the disentangler struggles to recover the correct spectrum of
the secondary. The optimiser also has dilties recovering the correct spectrum in the higher-mass
case, owing to the wide lines found in hot stars.
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2.3 Algorithm Validation

Figure 2.9: Formal disentangling results for a simulated SB1 system (dark companion), analogous
to gure 2.5. The single-epoch velocities of the luminous component are well-determined. The
parameterscom andq are ill-determined (because there is no second spectrum); theatige for

one noise-realization is shown by the orange bands in the right panels. The value farch cases
(implicitly an upper limit) is always found to be small.

Inevitably, the optimiser will nd somerom andg, which must be spurious. And then it
determines an from the disentangled spectra that were computed using thegeandd.
We would expect the secondary spectrum to be essentially noise, and the resutiibg
small, presumably an upper limit.

Figure 2.9 shows the results of the optimiser in one realization of this scenario. We
see that the primary velocities are found near perfectly. In the right panels, we show the
formal results for the three problematic parameters. As expected, the begiytandq
vary greatly among dierent noise-realizations of the mock data, after being initialized as
before.

However, is always found to be small. This can be traced back to the fact that the
disentangled spectrum of the (non-existing) “secondary” is close to noise, as illustrated in
Figure 2.10, which shows the disentangling results using the parameters as determined by
the optimiser. The primary spectrum is of course recovered well. The computed secondary
spectrum essentially appears to be noise, which then leads to the small recavered

This shows that our approach degenerates gracefully for an SB1 system towards an ill-
de ned vcom andg, with high variance or uncertainty, and towards a small estimate of
Further, inspection of the actual disentangled component spectra reveals a lack of features
in the secondary, in line with the input of a zero secondary.

The physically most sensible upper limit onin this scenario depends on the template
and its spectral features, ectively ™®{(T, ; vsini ). If one has external priors e.g. on the
temperature, this can be easily incorporated into th& estimate.

2.3.2. Sample Application: the “Unicorn” & “Gira e”

The two systems, V723 Mon (“The Unicorn”) & 2M04123H53738486 (“The Girae”),

present excellent examples of the power of disentangling compared to cross-correlation and
other template-based methods. In an initial study, Jayasinghe et al. (2021) and Jayasinghe
et al. (2022) had reported to have found SB1 binaries with a primary mass and orbital pa-
rameters requiring the secondary to be a dormant BH. Further study by El-Badry et al.
(2022b) (hereafter E22) found that the authors of the rst study had been led to incorrect in-
ferences about the nature and mass of the primary, which then led to an incorrectly inferred
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2 Autonomous Disentangling for Spectroscopic Surveys

Figure 2.10: Formal disentangling result shown for one epoch for a simulated SB1 system, computed
using the best- t parameters found by the optimiser, analogous to gure 2.3. The spectrum of the
primary is recovered, as it is the only luminous component in the system. The code also constructs
of course a second component, which is close to just noise, as it should be for a dark secondary.
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2.3 Algorithm Validation

Figure 2.11: The parameters of the Unicorn as recovered by the optimiser (y-axis) compared to the
ones found by E22 (x-axis). In the case of agreement, we expect the points for each parameter to lie
on the grey, dashed, diagonal line.

a mass limit for the secondary. In E22, spectral disentangling revealed a non-degenerate
stellar secondary in both cases. Both systems were products of previously occurring mass
transfer (MT), leading to a stripped, luminous, but very low-mass primary “masquerading”
as a much higher mass star, and a higher mass secondary. In the case of the Unicorn, the
secondary had also been signi cantly spun up, smearing out its spectral lines.

Disentangling was able to reconstruct the component spectra and help identify the stars,
but took signi cant attention to detail in the analysis, as well as prior knowledge of the
velocities of the primary, and solid guesses about further system parameters.

In this work, we present “blind” disentangling of the Unicorn (with the Geancluded
in the Appendix), assuming no prior knowledge of the systems other than the assumption
that they are binaries, and thus disentangling is expected to yield sensible results. We also
explore the performance of the disentangler assuming the spectra had been more “large
survey style”, i.e. at lower resolution. We apply our method to the Unicorn here, as it is
the more “complicated” of the two systems to identify, due to the very rapid rotation of the
secondary.

Both in E22 and in this work, we use data from the K@HURES spectrograph (Vogt
et al., 1994) to identify the components of the systems. Natively, the data have resolution
of R 60;000, with 7 epochs for the Unicorn, and 8 for the Giea The data cover a
wavelength range from 3900 to 8000 A, and have a typidisl & 20 per pixel at 5000 A.
More details can be found in Jayasinghe et al. (2021) and Jayasinghe et al. (2022) for the
Unicorn and Girae data, respectively.

Figure 2.11 shows how well the optimiser was able to recover the parameters of the
Unicorn system at the native resolution of the d&a, 60; 000. This was performed on the
wavelength range from 5275 to 5370 A, as this section contains enough lines to successfully
disentangle while still being narrow enough for the assumption of a constant light ratio
not to break down. We see the optimiser seems to recover the individual velocities of the
primary very well, owing to the clear and dominant lines in the composite spectrum. It
struggles slightly more with the systemic velocity, and light ratio, likely because of the very
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Figure 2.12: Analogous to Figure 2.11, with an arti cially reduced resolutiorRof 2;000.

rapid rotation and thus broadened lines of the secondary. Despite this, the light ratio is still
found to an acceptable accuracy. This is likely due to a combination of the light ratio nder
using both the primary and secondary spectra, and the set of templates used in the process
containing non-rotating and rapidly rotatings{ni = 100 km's) templates.

In contrast to this, we see Figure 2.12, which shows the performance of the optimiser
for the same data, now arti cially resampled to a lower resolutioRof 2;000. A larger
wavelength window of 5200 to 5450 Awas chosen here for disentangling to account for the
more broadened and thus fewer lines. We see here that the RVs tend to be underestimated,
with the disentangler nding generally smaller velocities than E22. This is unsurprising, as
the lower resolution leads to broader CCF peaks, where eventually the peaks of the primary
and secondary velocities are so broad that the secondary peak “drags” the primary down.
Because of this underestimation in velocities and the broadened lines of the secondary, the
optimiser also cannot correctly assess the mass ratio.

However, we do see that the optimiser has pushaday from its initial starting guess
of log(q) = 0 towards higher values, meaning the data do tell us that the secondary is heavier
than the primary, but struggles to perfectly determine how much heavier. As a consequence
of this, the disentangled spectra are less accurate, also makingciiltito nd the correct
light ratio.

In Figure 2.13, we see the disentangled Unicorn spectra for the native resolution of
R 60,000, as well as the models from E22. Here, we see generally good agreement
between the two, with one of the more apparentetences stemming from the slightly
di erent light ratios between their work and this one. For example, we see that the E22
model for the secondary generally shows slightly “stronger” lines, i.e. a biggereahce
between maxima and minima. There does not seem to be a signi cadt @long the
wavelength axis, suggesting that the systemic velocity was recovered (mostly) accurately, at
least to within the resolution limit.

Figure 2.14 shows the disentangling result for he 2; 000 case, zoomed out more to
cover a larger wavelength range than Figure 2.13. We elected to do this due to the “smearing
out” at lower resolutions that removes many of the ner features and broadens the dominant
lines. To still show a good number of features, a wider wavelength window is necessary.
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Figure 2.13: The results of the autonomous disentangling applied to the Unicorn for one epoch.
The top panel shows the observed spectrum (black, solid line) as well as the reconstruction from the
velocity shifted disentangled component spectra (grey, dashed line). The other two panels display
the disentangled rest-frame solutions for the primary and secondary, respectively, in magenta and
cyan. The dashed, darker lines in these two panels indicate the model spectrum found by E22 to
most closely t the disentangled solutions found there. The bottom panel shows the residual between
the reconstructed and observed composite spectra. We see generally good agreement between the
solutions from this work and E22 models.
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Figure 2.14: Analogous to Figure 2.13, with an arti cially reduced resolutiorRof 2;000.
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Despite the underestimations of the velocities and mass ratio, the disentangled component
spectra still resemble the (downsampled) models from E22. Many of the visible features
are recovered, even though the underestimated velocities likely lead to some of the features
of the primary being more “washed out”. Similarly, these in conjunction with the incorrect

g have an analogous ect on the recovered spectrum of the secondary. The issues with
the light ratio then arise naturally as a consequence of the recovered spectra being more
“smeared out” than the templates we are comparing to. Additionally, for larger wavelength
window, the assumption of a constant light ratio across the spectrum holds less true, which
is likely a contributing factor here.

2.4. Discussion and Summary

In this work, we have set out to implement spectral disentangling as described by Simon and
Sturm (1994) and Hadrava (1995), among others, in an algorithm tailored for million-stars
surveys. This meant adapting the process to be suitable for the regime of few epochs, modest
S/N, and moderate resolutio®R( 2;000). At the same time, we required the code to be
robust in a range of scenarios (e.g. both hot and cool stars with a range of companions), as
well as able to autonomously nd the parameters necessary for the disentangling procedure
precisely and accurately. Given the goal of applying it to large volumes of data, the code
also needed to be fast.

Our approach has been to combine a number of known aspects and strategies to create
an end-to-end autonomous pipeline that ful lls all of the above criteria, while consisting of
a number of internal steps. We have implemented wavelength-space disentangling based
on Simon and Sturm (1994); Tikhonov regularisation (Tikhonov, 1963; Phillips, 1962) to
ensure smoothness of the disentangled spectra; downhill-simplex optimisation (Nelder and
Mead, 1965) to optimise parameters; template cross-correlation and TIRAVEL (Zucker and
Mazeh, 2006) to get initial velocity guesses; as well as template-based methods to nd the
systemic velocity and light ratio of the system, all in one. We have explored tlvaey
of this process using a variety of synthetic SB2 spectra that emulate those provided by the
large surveys we developed this pipeline for.

We have found overall satisfactory performance on our simulated systems, as well as a
real-life example (the Unicorn), which had previously been misidenti ed (Jayasinghe et al.,
2021), and required great care to analyse correctly (E22). We have shown that in the target
regime of few epochs, modestNsand moderate resolution, the algorithm can still recover
the relevant system parameters and the component spectra for many of the systems explored.
However, there are still areas of the parameterspace where our method fails or encounters
issues:

" Extreme light ratio, relative to/8l. For light ratios below  0:1, while the algorithm
generally still recovers the primary and associated velocities correctly, the spectrum
of the secondary is overwhelmed by the noise, and thus both the spectrum of the
secondary and the mass ragjoannot be determined correctly. In this case, the disen-
tangler reacts similarly as if the system were an SB1, meaning we can set a light ratio
“cut-0 ", below which we can no longer separate an SB1 from an SB2.

Low velocity semi-amplitude, relative to resolution. If the velocity semi-amplitude
(especially of the primary) falls close to or below the minimum resolvable velocity, the
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rst step of the optimisation, nding starting guesses for the velocities of the primary,
fails, and subsequent steps cannot rectify the issue. Here, the majority of parameters
are determined incorrectly, and thus the disentangled spectra are also spurious.

Equal-mass binaries. For systems where the primary and secondary are of equal mass,
or close to it, the associated spectra look too similar, introducing an ambiguity as to
which set of lines belongs to which object at which epoch. In this case, the velocities
for the primary and secondary are degenerate for any one epoch (as the method cannot
tell “which is which”), causing further issues with the disentangler. One method to
rectify this might be to invoke orbital tting, however this would only be possible in

the regime of su cient epochs. Careful, individual treatment of these systems might
provide another path to a successful solution, but goes against the spirit of this work,
and autonomy of the process. However, despite the issues with nding the correct
parameters, the disentangled spectra often still resemble the truth quite well. This is
because a simple switch of the velocities in the matrix solver step simply means that
the spectra are swapped for theeated epoch. If the spectra are the same or very
similar, this has only a minor ect on the disentangling result.

Hot stars. Due to the relatively few and broad lines of hot stars compared to cooler
stars, the disentangler encounters more issues for these objects. The broader lines lead
to a less precise determination of radial velocities, which creates problems when trying
to nd the mass ratio, spectra, and other parameters. In many cases, the disentangler
does still arrive at a satisfactory solution, but less consistently than for a similar system

in terms of light ratio and velocity semi-amplitude but with a cooler primary.

One of the novelties of this work is the inclusion of Tikhonov regularisation (Tikhonov,
1963; Phillips, 1962) to ensure that spectra are smooth. This process allows us to remove
much of the high-frequency noise from the solution, much like a truncated SVD would, but it
is independent of the solver method employed and allows us to use fast, iterative algorithms
to solve for the spectra while retaining desired characteristics. It also does not enforce
physical constraints on the solutions, allowing a great deal of “freedom” when determining
the component spectra.

An important aspect of survey disentangling is the sheer volume of data to be processed,
which requires short optimisation times for any one object and consistent optimisation. We
have parallelised the code using Pythomisiltiprocessing library. On 72 CPUs, the
computation of the parameters and spectra of 120 simulated systems (2 masses, 2 resolution
regimes, 5 dierent light ratios, and 6 derent velocity semi-amplitudes, see section 2.3.1
for details) took about 3 minutes. This includes running each system through the optimiser 6
times (once for each epoch that is removed from the data) for bootstrapping. As the systems
are all independent of each other, the process scales without muchilti to larger clusters
with more cores. This bodes well for the application to even a million stellar systems.

The examples provided in this work have demonstrated that even in the regime of few
epochs, moderate resolution, and signal-to-noise ratio, disentangling poses a very viable op-
tion for analyzing spectroscopic binaries. This, as well as the fast runtime of the algorithm,
allows disentangling to be performed on large surveys, such as LAMOST (Cui et al., 2012)
and SDSS-V (York et al., 2000). The SDSS-V catalog will contain multi-epoch spectra of

380,000 OBA stars, which are predicted (Sana et al., 2012; Moe and Di Stefano, 2017)
to have a high multiple fraction, making them great candidates for disentangling. Thus, the
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method developed here will allow us to weed out contaminants in our continued search for
dark companions, and select ideal targets for higher-resolution, béitear more-epoch
follow up investigation.
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in Chapter 2. | performed the analysis of the data and interpretation of the results. Ka-
reem El-Badry and Hans-Walter Rix were my advisors for this project. Kareem El-Badry
was also the original lead author of El-Badry and Rix (2022), and suggested these targets
for closer study based on his ndings. Both gave crucial input on the interpretation of the
ndings and suggested potential avenues to explore with the data. Johaiiiex-Morn
performed the orbital tting based on the radial velocities and wrote the relevant section
detailing the process. Alexander Dim@rovided input on best practices when performing
spectral classi cation. Jan Henneco helped with interpretation of the MT process, as well
as MESA model execution and interpretation, much of which was removed from the nal
manuscript. Jaime Villag®r helped with analysis of the spectra. All co-Authors provided
helpful comments and suggestions on the manuscript.

Note: In the context of this chapter, we refer to the ux ratio (hamed chapter 2 ) as
a. This is to avoid confusion with the mass-loss channel from Soberman et al. (1997).

Abstract We present and analyze the detailed physical properties of six binary stellar
systems, originally proposed as possible star — BH binaries on the basis of Gaia DR3 radial
velocities, but soon recognized as likely post MT binary systems with stripped companions.

We used multi-epoch high-resolution FEROS spectra and spectral disentangling to derive
Te , R, vsini for both components in all systems, along with the mass @@#mnd the
components' ux ratio as a function of wavelength.
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3 The Physical Properties of Post Mass Transfer Binaries

From this analysis we con rm our previous conclusion, that all systems have two lu-
minous stars that have experienced MT, with a hotter A-typ®Q00 K) rapidly rotating
accretor and a cooler (5000 K), 5 less massive, but luminous donor. Five of the sys-
tems show no trace of any emission lines implying that there is no current MT, consistent
with our inferredR < Ry . The systems may have reached their current state plausibly
through MT, unless it was highly non-conservative. While the accretor components rotate
rapidly, they rotate well below,, even though there must have been enough MT to spin
them up tovi;, according to conventional models. As neither magnetic braking nor tidal
synchronisation should have beereetive in spinning down the stars, our results point to
one of the postulated regimes, where mass accretion does not increase the accretors' angular
momentum to their critical values.

3.1. Introduction

Most massive stars and an appreciable fraction of lower-mass stars are born in binaries
(Moe and Di Stefano, 2017). The initially more massive star evolves rst and expands,
potentially leading to MT towards its companion. Such MT can fundamentally alter both
components and the whole con guration of the system: the donor loses most of its envelope
and becomes a low-mass stripped star, while the accretor gains mass and is spun up by the
angular momentum of the accreted material (Packet, 1981). The outcome of this interac-
tion depends critically on the initial orbital period, component masses, and tbhiercy

with which mass and angular momentum are accreted by the mass gainer (Packet, 1981;
Soberman et al., 1997).

For a brief period, the low-mass stripped star can become very luminous, outshining
its far more massive (accretor) companion star in the binary. During this phase, the high
orbital velocities of this luminous star and the lack of obvious evidence of a secondary star
due to rotationally broadened spectral lines, can make these systems appear as black-hole
binary “impostor” systems (Shenar et al., 2020; Bodensteiner et al., 2020; El-Badry et al.,
2022a; El-Badry and Burdge, 2022; El-Badry et al., 2022b). Immediately afte® e
DR3 data release (Gaia Collaboration et al., 2021), El-Badry and Rix (2022) (henceforth
EB+22) analysed a sample @aia DR3 binaries initially agged as possible BH hosts
based on their high mass functions. By modelling their SEDs and light curves, they showed
that these systems were actually systems containing a stripped donor star and a MS accretor.

These systems, containing a relatively ho9000 K) accretor and a cooler 6000 K),
less massive but luminous donor, represent an important stage in binary stellar evolution.
When seen edge-on, they may appear as Algol-type variables, where, initially paradoxi-
cally, the less massive component is the more luminous of the two (Kopal, 1955). This is
due to previous MT in the system, which reversed the mass ratio (Kippenhahn and Weigert,
1967). While the basic physical picture of how such systems form through MT is under-
stood, many aspects remain poorly constrained empirically. In particular, the conservative-
ness of MT (how much mass is retained in the binary versus lost to the interstellar medium),
the mechanisms governing stellar spin during and after MT, and the detailed physical prop-
erties of stripped donor stars constitute some of the biggest uncertainties in binary evolution
while tremendously aecting the outcome of binary evolution models. The donor stars in
these systems are particularly interesting as they represent a rarely observed intermediate
stage between normal giants and low-mass white dwarisog et al., 2018).
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3.2 Observations and Data Modelling

Here, we present a detailed spectroscopic follow-up study of six systems from the sample
of 14 objects identi ed by EB22. Using multi-epoch high-resolution FEROS spectra and
spectral disentangling, we derive fundamental parameteec{we temperaturé, , stellar
radiusR , and projected rotational velocitysini) for both components, along with mass
ratios,q and wavelength-dependent component ux ratios.

This allows us to constrain the current physical state of these systems and probe their MT
history. Compared to the work of EI-Badry and Rix (2022), our analysis provides not only
spectroscoppic stellar parameters but also clari es whether determining MT is still ongoing,
how conservative the MT must have been, and how much rotation the accretor exhibits.

3.2. Observations and Data Modelling

3.2.1. FEROS observations

We acquired multi-epoch spectroscopic data using the FEROS (Fiber-fed Extended Range
Optical Spectrograph) instrument at the 2.2m telescope at La Silla, ESO (Kaufer et al.,
1999). During our observation period (ESO period P114), six of the 14 targets presented
in EB+22 were visible, listed in Table 3.1. For brevity, we will henceforth refer to them in
the text by their rst 4 numbers only (i.eGaia 2933630927108779776 is G-2933) . We
observed each targetlO times with a nightly cadence. As all targets have orbital periods

of 10 to 20 days, this cadence provides good coverage of the RV dynamical range. While
fewer epochs can suwce (with a theoretical minimum of 3 for disentangling (Simon and
Sturm, 1994)), more epochs lead to better constraints on the disentangled spectra and are
therefore desirable. We used exposure times of 20-30 min to reach a signal-to-noise ratio
(S/N) of about 50 near the Hline, depending on th&-band magnitude as reported Ggia

(see Table B.1 in the Appendix).

FEROS is well suited to this kind of analysis, as it provides a resolution o#&000
over a wavelength range from3500 Ato 9200 A, which includes the most important
Balmer lines, relevant for our analysis of the hotter accretor, as well as many metal lines.
Although a lower resolution would not be a limiting factor for disentangling (see Seeburger
et al. (2024)), higher resolution allows for a more precise determination of the RVs and thus
better constraints on the binary orbit.

3.2.2. Spectral Disentangling

In this work we make extensive use of the spectral disentangling pipeline described in See-
burger et al. (2024), based on Simon and Sturm (1994). Spectral disentangling is a data-
driven method that seeks to decompose multi-epoch observational spectra of a multiple sys-
tem into the individual component spectra. By assuming that the component spectra are time
invariant in their shape and only change by being red- and blue-shifted, one can construct
a matrix that, when multiplied by the two component spectra, will reconstruct the observa-
tions at each epoch. The values of the matrix elements are determined by the RVs of each
component at each epoch. This can be simpli ed by rst determining the primary velocities
and the mass ratio of the system, and then computing the secondary velocities from these
(see section 2.5 in Seeburger et al. (2024) for detalls).
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3 The Physical Properties of Post Mass Transfer Binaries

Seeburger et al. (2024) combine this linear algebra problem with a nonlinear optimiza-
tion step. At each step of the optimizer, a vector of primary RVs and a mass ratio is proposed,
the spectra are disentangled, and the residuals between the multi-epoch observations and re-
construction are computed. This residual is taken to be a metric of t, and sought to be
minimised by the optimizer, in theory returning the parameter set for which the algorithm
could most accurately decompose the spectra, as well as the best- t component spectra.

The strength of disentangling compared to template-based methods lies in its exibil-
ity. No physical information enters into the matrix-solving stage, meaning the disentangled
spectra are essentially just vectors which best reconstruct the observations, with no con-
straints on, for example, which spectral lines exist or how they should present themselves.
Thus, it is an ideal method for systems with non-standard spectra (rapid rotation, stripped
stars, etc), such as the ones presented in this work.

3.2.3. Orbital tting

Once the RVs have been recovered by the disentangling algorithm, they can be used to
determine the orbital parameters of the system.

Similar to Muller-Horn et al. (2024), we used a nested sampling framework and the
UltraNest package (Buchner, 2021) to estimate posterior probability distributions for the
orbital parameters. The RV curve is described by six parametér®, Mo; € !; vV com). K
represents the RV semi-amplitude of the visible deais the orbital period, an®{ly = Z—P‘O
de nes the mean anomaly at a reference tigpi€The parametersand! correspond to the
orbital eccentricity and argument of pericenter, whilgy, denotes the system's barycentric
velocity. Uniform, non-informative prior distributions were adopted for all parameters, with
prior ranges set as follows 2 [0; 500] knYs, P 2 [1;100]d,Mg;! 2[0;2 ] e2[0:0;0:9],

andvcom 2[ 100, 100] ks,

With the period from the orbital t (c.f. with EB22 andGaiain Table B.1, and the
mass ratio from the disentangling, we can then estimate the MT history of the system. We
use equations from Soberman et al. (1997), which relate the period and mass ratio in an MT
system subject to the MT parameters and . Here, the parameters describe the fraction
of the transferred mass lost via various channels: % is the fraction lost via a wind

from the donor, = % is the fraction ejected from the accretor, ant the fraction
retained in a circumbinary ring. Her@n,.q is the mass of stellar wind from the donor,

and @ns, r the mass of stellar wind from the accretor (isotropic re-emissi@n,n is the

mass lost from the donor. If all these parameters are set to 0, MT is fully conservative, i.e.
no mass is lost and 100% of the mass donated by the donor is accreted by the accretor. If
these parameters add up to 1, then MT is fully non-conservative, meaning all mass ejected
by the donor is lost to the surrounding medium; the accretor does not successfully accrete
any of it. Functionally, the relative values of , and determine the amount of angular
momentum carried away by the matter lost from the system, and thus the extent to which
the orbit widens or tightens.

For simplicity, we assume = = 0, meaning no mass is lost to the interstellar medium
from the donor or a circumbinary ring. This scenario is commonly referred to as isotropic
re-emission. By varying, we can explore a number of MT conservativeness scenarios,
particularly the evolution of the period with the changing mass ratio. Further, we can set a
minimum periodPn,i,, which is where the donor will over ow its Roche Lobe (RL) on the
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3.2 Observations and Data Modelling

MS Eggleton (1983). The argument here is that we assume the binary was detached at some
point in its evolution. If the MT was too non-conservative (i.e. too much mass loss), the past
orbit would have been too tight, and the donor would not have t. For an in-depth analysis
of binary contact tracing, see Henneco et al. (2024).

3.2.4. Determining stellar parameters from spectra

Applying the Seeburger et al. (2024) pipeline requires a number of consecutive steps.

3.2.4.0.1 Data preparation First, we acquire and reduce the data for each system and
each epoch using theeres pipeline (Brahm et al., 2017), and subsequently normalise the
observed spectra with a running median lIter. Additionally, we create a set of template
spectra by normalising and resampling Coelho (2014) model spectra in the relevant temper-
ature, metallicity and logranges onto the same wavelength grid as the FEROS data. The
spectra are computed assuming local thermal equilibrium and spaced in intervals of 250 K
(Te ), and 0.5 (log). Here, we consider temperatures from 4000 K to 11000 K, and surface
gravities from 2 to 4. We assume solar metallicity and apply rotational broadening with the
RotBroadInt package by Carvalho and Johns-Krull (2023) from Q'&kio 300 kms.

3.2.4.0.2 Determining RVs We compute initial guesses for the primary RVs by cross-
correlating the observed spectra with our templates. Then, we iteratively optimise the pri-
mary velocities and mass ratio by proposing a set of candidate parameters, disentangling
and computing the residual for that set, seeking to minimize the residual. We have found the
region around H to be optimal for this, as both spectra contribute similarly to the ux ratio,
and there are sucient features in both components to perform the disentangling. This is
particularly important for the accretor, which is hot and has only a few lines.

3.2.4.0.3 Finding best-t templates Next, we x the velocities and mass ratio to their
best- t values, and perform the disentangling around the red end of the spectrum, where
the cooler donor dominates the ux, allowing us to t a template to the disentangled donor
spectrum. We do so by considering the template spectra described above, at all available
e ective temperatures and surface gravities, but only a selection of rotational velocities, as
these are determined in a subsequent step. We scale each template by a sseat tght

ratios between 0.01 and 100, and perform a least squares t with the distentangled donor
spectrum. We repeat the same procedure in the blue for the hotter accretor. This provides
the e ective temperatures and surface gravities of each component from the corresponding
best- t template. Additionally, by disentangling around the Mtine at 4481 A, we can
determine the rotational velocity of the accretor, crucial to understanding the spin-iop and
spin-down that has occurred during MT. We achieve this by selecting the best- t template
in terms of T, and log from the previous step (where we considered only a handful of
potential rotational velocities), and consider all rotationally broadened instances thereof,
subsequently determining the best- t rotational velocity via a least-squares t of the disen-
tangled spectra and broadened templates. We prefer ddgr one of the (deeper) Balmer
lines, as the shape of the Balmer lines is predominantly set by the stellar temperature and
surface gravity, and rotation only has a comparatively smadce
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3 The Physical Properties of Post Mass Transfer Binaries

3.2.4.0.4 Applying TODCOR for an independent mass ratio estimation Using the

best- t templates for each component, we use the TODCOR algorithm (Zucker and Mazeh,
1994), a two-dimensional cross-correlation method, to determine the velocities of the two
components for each epoch. The primary and secondary velocity at each epoch are cho-
sen such that they maximise the value of the 2D cross-correlation of the light ratio scaled
templates with the observed spectrum at that epoch. The primary and secondary velocity
are related byws = Vcom + W wherevcom IS the centre-of-mass velocity. We see
that they should lie along a straight line in thhe v plane, with slope %1 and intercept

Veom + "CgM. We t this straight line using scipy'surve_fit and derive the desired quanti-

ties. curve_fit also returns the covariance matrix, which allows us to determine the error
on the parameters. Thus, TODCOR provides an independent measurement of the mass ratio
and centre-of-mass velocity from the individual epoch velocities.

3.2.4.0.5 Finding the light ratio as a function of wavelength Finally, we apply the dis-
entangling method to the whole spectral range, subsequently splitting up the disentangled
components into 20 wavelength windows. For each window, we scale the donor and accre-
tor templates by a factoﬁ—a and ;2= respectively, computing the best t via least-squares
minimisation between the disentangled spectra and the respective scaled templates. This
allows us to determine the optimal light rato= f?wet‘” and, trivially, the relative light

contribution of the donoly = f;"’"‘” for the window in question. Using this method, we get a
piecewise approximation of the light ratio as a function of wavelength, which subsequently
will provide an additional constraint in our SED ts.

3.2.5. SED tting

SED ts were initially used by EB 22 to identify the systems studied here as potential SB2s,
without priors on the stellar parameters from spectroscopy. We follow a similar method
as the original authors. We acquire photometry for each target from WISE, SkyMapper,
APASS, GALEX and 2MASS, covering a wide wavelength range. We simulate synthetic
spectra wittpystellib  and create mock photometry usipgphot (Fouesneau, 2024). We
perform dust attenuation using tdestmaps package (Green, 2018) with the 3D dustmap
from Edenhofer et al. (2024). Then, usiegcee(Foreman-Mackey et al., 2013), we deter-
mine the best set of parameters for each component of the SED to reconstruct the observed
photometry. Here, we hold the ective temperatures xed to the values acquired from the
spectroscopy and set the surface gravities to the values inferred-b¥2 BVe place a Gaus-
sian prior on the parallax based on Baia DR3 parallax and its error, and a at prior on
the radii for both components. Thus, we perform a three-parameter t: the parallax, radius
of the donor and radius of the accretor. As an additional constraint, we compute the ux
ratio of the two simulated components and introduce an additional term to the likelihood
function based on the agreement between our spectroscopic ux ratio determined in a pre-
vious step, and the ux ratio of the model spectra in the wavelength range covered by the
FEROS observations. As this is a noisy estimate we down-weigh this constraint relative to
the photometry. Our full likelihood function is then:
2 2

Id;model Id;data

fmodel fdata
L= 05 —Mm—
In(10)

05 w log,,

ferror
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3.3 Results

Here, fmodeliS the mock photometry, Whilédatathe observations in the various passbands,
and feqror their associated errorgymodel is the ratio{> fonor 1y the simulated model uxes, and
l¢-qata the relative light contribution of the donor as a function of wavelength determined in
section 3.2.4. The weight is chosen to ensure the ux ratio term does not dominate the
likelihood function.

3.3. Results

We present the face-value observational results for our sample in this section, with a discus-
sion of their implication for the physical state and history of these systems in the subsequent
Section 3.4.

The basic result of our analysis are the disentangled spectra for all six systems, following
the approach described above. These disentangled spectra are shown in Figure 3.1, for the
Mg ii wavelength region, where, in all six systems, both components show prominent fea-
tures. For each of the six panels, the top displays the total spectrum at one epoch, the next
two the two disentangled components, and the bottom panel shows the residuals. Figure 3.1
demonstrates that all systems yield well-de ned and physically plausible disentangled so-
lutions that leave only small systematic residuals. This immediately con rms that all these
systems are indeed SB2 binary systems with two luminous components, as surmised by
EB+22.

All panels of Figure 3.1 show that one disentangled component exhibits an abundance
of narrow metal absorption lines, characteristic of cool stars. The other spectrum shows far
fewer and much broader lines, indicative of a hotter and rapidly rotating star. Qualitatively,
this is very much in line with the picture where the cool star is a lowgldgnor, while
the hotter star is the spun-up accretor. The nature of the hotter disentangled component is
illustrated further in Figure 3.2 for one of the objects (G-2966): the Figure zooms in on four
Balmer line sub-regions (to ), in addition to the Mgi region shown already in Figure 3.1:
the Balmer lines are the dominant spectral features of the hotter component, indicative of
A-type stars withT, 10;000 K. This Figure also illustrates that our sample stars have
no H emission (with the exception of G-2933, which shows emission in botlard H )

a rming expectations for systems currently not undergoing MT. Analogous gures for the
other 5 targets are shown in Figure 3.2 in the Appendix.

Our disentangling also provides us with an estimate of the wavelength-dependent ux
ratio of the two components. The donor spectrum's contribution to the totall4fx) =
faono=Trotal IS Shown for all objects in the bottom sub-panels of Figure 3.3 (red line). This
Figure shows that in all cases the donor ux contribution increases strongly towards longer
wavelengths, as expected from the much cooler temperature of the donor. This also explains
why the disentangled donor spectra at short wavelengths in Figure 3.2 appear so noisy: the
total spectrum at the bluest wavelengths is dominated by the accretor.

Our best ttemplates in the disentangling provide an estimate of the componests e
tive temperature and projected rotation velocity. The strong wavelength dependence of the
components' ux ratios suggests that we should determine the best donor template from the
red end of the spectrum where it dominates, and the accretor template from the blue end of
the spectrum where it dominates. Table 3.1 lists the best template temperatures and rotation
velocities for both components. All donors show signi cant but moderate rotational veloci-
ties consistent with tidal synchronisation. The accretors rotate more rapidly, but in all cases
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